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Abstract—Neuromodulation and neuroplasticity work together
to help organisms learn to cope in their environment. Experi-
ments demonstrate that simple forms of neuromodulation aid in
the learning process. In those studies, neuromodulation was used
as a multiplier to scale the learning rate. However, more complex
interactions have not been investigated. Our contributions are
two-fold: (1) we evolve a subnetwork that produces a modulatory
signal that (2) is incorporated into the synaptic plasticity rule
in nonlinear ways. In our experiments, we compute synaptic
updates using a neural network, and include the modulatory
signal as one of the inputs. This allows evolution to combine the
synaptic activity with modulation in highly nonlinear ways to
arrive at weight updates. We show that organisms that evolve
with this added complexity outperform simpler multiplicative
neuromodulation, suggesting that gains might be won by investi-
gating a broader class of interactions between neuromodulation
and synaptic plasticity.

Index Terms—Neural Networks, Learning Rules, Evolutionary
Computation

I. INTRODUCTION

Learning is a strategy that animals use to tune their neural
networks. This tuning allows an animal to adapt to different
aspects of its environment, including the quirks of its own
body. Learning is thought to take the form of adjusting the
strengths of the connections between neurons, a phenomenon
called synaptic plasticity. It is still not clear how these adjust-
ments are implemented, but neuromodulation seems to play
an important role in the learning process [1].

Most neurons communicate with each other via synapses,
in which axon terminals secrete neurotransmitters that bind
to receptors on a target neuron. However, neurons can also
influence each other through modulation. Neuromodulation is
the process by which a neuron or neurotransmitter can alter
the functioning of other neurons, or synapses. For example,
modulation can sensitize a synapse through a heterosynaptic
process [1], and there are several biochemical mechanisms that
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can affect a synapse’s plasticity, called synaptic metaplasticity
[2].

Neuromodulation is often modelled as a multiplicative fac-
tor, simply scaling the corresponding target activity. For exam-
ple, a number of studies have implemented neuromodulation
as a multiplier for a Hebbian update rule [3]–[6], thus turning
plasticity off when the modulation is zero, or acting like a
learning rate when it is nonzero.

However, the modulatory signal could potentially interact
with synaptic plasticity in other, more sophisticated ways. For
example, astrocytes can influence synaptic efficacy, or can act
as a time-averaged “memory” of activity [7]. Computationally,
the synaptic weight updates could include the modulatory
signal in some nonlinear way.

In this paper, we combine both the neuromodulation and
neuroplasticity mechanisms into a single, flexible computation,
and investigate how this unified design evolves. As in our
previous work, we use a neural network to compute the weight
updates, using a so-called plasticity network. But now we will
include an additional input, the modulation signal. Hence, the
modulatory input can interact with the other inputs (pre- and
post-synaptic activities, current weight) in highly non-linear
ways in computing weight updates. Moreover, the modulatory
signal is generated by a special-purpose subnetwork of the
brain. Evolution is free to tune this modulatory subnetwork,
as well as alter how the neuromodulation interactions with
neuroplasticity.

To investigate this unified approach, we construct a pop-
ulation of virtual organisms and evolve them to perform a
foraging task, looking for food items in an arena. Their
behaviour is determined by their neural-network brains, which
includes a modulatory subnetwork. Through evolution, the
population alters its brain network and the corresponding
synaptic plasticity rule, and gets better and better at finding
food.

To ensure that learning is necessary for each organism’s
success, we alter the environment so that some aspects of
behaviour cannot be encoded directly into the genome.

At the beginning of evolution, the brain network, plasticity
rule, and modulation network are all random. Not surprisingly,
the first generations perform very poorly, with little or no
learning. However, as evolution progresses, learning behaviour
emerges.

In this paper, we investigate how evolution can employ a
non-specific modulatory mechanism to improve neural learn-
ing. This evolved modulatory signal is incorporated into the
synaptic plasticity network so that it can mix with the other
inputs in highly nonlinear ways, and yield a synaptic weight
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Fig. 1. The arena where organisms forage.

update that could not be achieved with simple, multiplicatively
modulated plasticity. Indeed, we find that organisms that
evolved with a neuromodulation subnetwork outperformed
those without it. Moreover, integrating the modulatory input
into the plasticity rule outperforms multiplicative modulation.

The remainder of this paper proceeds as follows. Section
II discusses the background and previous work in related
domains. Next, section III outlines our methodology. Section
IV describes the different experiments we performed to eval-
uate our method, and section V shows the results of those
experiments. Finally, section VI gives concluding remarks, as
well as suggestions for future work.

II. RELATED WORK

A. Training Neural Networks

Much effort has gone into developing methods for training
neural networks [8], [9]. Perhaps the most popular method
for supervised neural learning is backpropagation [8]. Given
input/output pairs, the method performs gradient descent to
adjust the connection weights to decrease the error in the
output. However, unsupervised learning methods can also
be used to infer hidden relationships among unlabeled data
[10]–[12]. In unsupervised neural learning, the network is
fed many examples of inputs, and the network connection
weights are adjusted to find efficient representations that take
advantage of the statistics of the inputs. One famous example
of unsupervised learning is Restricted Boltzmann Machines
(RBMs) [13]–[15].

Furthermore, iterative learning methods sometimes suffer
from a time-consuming training process. Therefore, non-
iterative learning has also become an important branch of train-
ing neural networks. The extreme learning machine (ELM)
[16] is a learning algorithm for a single-hidden-layer feedfor-
ward neural network. Compared with the conventional iterative

learning, it overcomes the slow training speed and over-
fitting problems. Another non-iterative example is the Broad
Learning System (BLS) [17], [18], in which the structure can
be expanded in an incremental way without having to start the
retraining from scratch. However, while these methods have
shown a lot of success, they are not biologically plausible.

B. Evolutionary Algorithms to Train Neural Networks

Evolutionary computation is a family of population-based
meta-heuristic algorithms for optimization [19]–[25]. Broadly
speaking, it includes Genetic Algorithms, Particle Swarm
Optimization, and other members. Genetic Algorithms (GA)
[19] are inspired by the process of natural selection; they
search for solutions to problems by emulating bio-inspired
operators such as mutation, crossover and selection. Different
from GA, as a type of discrete systems [26]–[28], Particle
Swarm Optimization [20] adopts second-order dynamic equa-
tions [29]–[31] to drive a population of particles to search for
an optimal solution.

There is a long history of using evolutionary algorithms
to optimize neural networks (for a historical survey, see [32]).
While evolution can simply be used as an optimization method
for finding better connection weights [33]–[36], our interest
here is in the evolution of learning, evolving neuroplasticity.

C. Evolving Neuroplasticity

Can evolution discover a neural learning rule on its own?
Yes it can. Evolutionary algorithms have been used to derive
neural learning rules out of rudimentary synaptic update mech-
anisms. In [37], a compositional pattern producing network
(CPPN) was used to compute updates to neural connection
weights. A number of other experiments have evolved the
coefficients for a Hebbian update rule [5], [6], [38]–[41]. For
a comprehensive survey of evolving learning rules, see [42].

Rather than using an update rule based on a Hebbian
or CPPN [43] formulation, one can also use another neural
network to compute weight updates. That is, in adjusting the
connection weights for a neural network, we can use another
neural network, called a plasticity network, to calculate those
weight updates. This approach is sometimes called “fast-
weight learning” [44], [45] or “meta-learning” [46], [47],
where one network changes slowly (over evolutionary time),
and its outputs are used to alter the weights of a fast network,
which is tuned to generate behaviours that perform a task. In
[48], a two-layer neural plasticity network took 3 inputs (pre-
and post-synaptic activity, and an error signal) and output an
adjustment for the connection weights in the brain. In our
previous work, we evolved a neural-based plasticity rule that
outperformed its Hebbian counterpart [49]. It seems that using
a neural network to compute weight updates adds flexibility
and enhances learning. Because of its success, we also use a
neural network to calculate weight updates in this work.

D. Modulated Plasticity

A number of influential studies have shown that learning is
more effective when it is mediated by a modulatory signal [4],
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Fig. 2. An example architecture of the brain network.

[6], [50]. Niv et al. [6] did an experiment in which plasticity
was turned on or off by the activity of a modulating neuron,
and demonstrated complex foraging behaviour for virtual bees.

In another pair of studies, organisms were evolved that could
learn to navigate a T-maze to find the best reward [3], [5].
Each neuron i computed its own modulatory signal, mi, either
using input from specialized neuromodulatory neurons [3], or
as a sum of inputs over modulatory connections [5]. Then, the
modulation factor tanh(mi/2) was used to scale a Hebbian
update. Ellefsen et al. [51] combined neuromodulation with a
cost for each connection [52], resulting in modularity, so their
network could learn new skills faster while retaining old skills.
While these architectures allow each neuron to cater its own
incoming modulation (by adjusting the incoming connection
weights), these methods are limited in the way the modulatory
signal and the post-synaptic activity are combined. In our
paper, we enable a much broader family of interactions.

In a recent paper, different forms of neuromodulation were
evolved to solve a non-associative learning task [53]. They
evolved neural networks based on a CPPN architecture (which
places neurons in a spatial context). The experiments included
two types of modulation: spatial, where a modulating chemical
diffuses out from modulatory neurons; and topological, where
the modulation signal is carried by axonal projections. This
modulation was used to multiplicatively alter neural activity, as
well as synaptic plasticity (by scaling a Hebbian update rule).
Populations evolved with modulated neural activity performed
well. However, “The exclusively neuromodulated synaptic
plasticity variants (requiring a modulatory signal to enable
plasticity) show mixed results and are largely inconclusive.

Further analysis and additional experiments should be done
to determine when, and if, this model is computationally
advantageous.” [53]

A survey of evolving neural learning, with and without
neurmodulation, can be found in [54].

E. Contributions

In our previous work [49], we built an update rule out of
a plasticity network – a neural network devoted to computing
weight updates for the brain network. This flexible way of
computing the synaptic updates opened the door to incorpo-
rating other factors, like neuromodulation.

In this paper, we focus our attention on fully integrating
neuromodulation into the plasticity rule, again implemented
as a neural network. This allows the modulatory signal to
be combined with other plasticity factors in ways that are
far more complicated than simple multiplicative modulation.
No previous work has tried to investigate modulation of this
nature. We show that evolution can use this more open-ended
modulatory signal to improve synaptic plasticity, and result in
better learning performance.

III. METHODS

A. Foraging Task

Foraging for food is a fundamental, biological imperative,
and the basis for the task that we chose for this and other
evolutionary experiments [55]. In our task, organisms forage
for berries within an arena that contains food items. However,
we make the task more difficult in four ways (described in
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Fig. 3. The Plasticity Network has 4 inputs: the current weight wij , the pre-
synaptic activity xj , the post-synaptic activity xi, and the modulatory signal
m. Its output is ∆wij , the adjustment to the synaptic weight.

more detail later). Firstly, there are two types of berries: sweet,
and poisonous. The sweet berries are nutritious, while the
poisonous berries are bitter. Secondly, the berries come in two
colours, red and blue. But the assignment of berry colour to
food quality changes randomly from one arena to the next, so
each organism needs to learn for itself which berry colour is
preferable. Figure 1 illustrates the arena with scattered berries.
Thirdly, the organism can see the direction of the nearest berry,
but a random (and constant) offset is added to the direction so
the organism has to learn how to interpret that input. Finally,
each organism’s fitness function includes an energy penalty
term. So, in addition to the difficulties mentioned above, each
organism is also tasked with trying to minimize its energy
expenditure while foraging.

B. Brain network

Each organism has a brain composed of 19 neurons: 7
input (sensory) neurons, 2 output (action) neurons, 5 hidden
interneurons, and 5 modulatory neurons. Figure 2 illustrates
the brain’s architecture. The sensory neurons only receive
input from the environment, and cannot receive input from
other neurons. The connectivity of the interneurons is encoded
in each organism’s genome and established through evolution.

The modulatory neurons receive input from (potentially all
of) the input neurons. The modulatory network has a single
output neuron that sends projections to modulate the synapses
between regular neurons; the organism’s genome (and hence,
evolution) determines which connections are modulated. When
the modulatory connection exists, the output of the modula-
tory neuron is used as input to the corresponding synapse’s
plasticity rule (described in the next section).

The input (sensory) neurons receive information about the
environment and pass that information into the brain. In
particular, the 7 input neurons receive sensory signals for:
berry distance, left angle, right angle, berry colour (red or
blue), eating indicator, food sweetness, and food poisonous.
These inputs are described in more detail in section III-D.

The simulation is run in discrete-time. At each time step,
the state of each neuron is overwritten by a new state based
on its inputs, using the equation,

~r = σ (W~r) ,

where ~r is a vector of neuron states, W is the weight matrix,
and σ(·) is the logistic function. The organism performs an
action at each time step, determined by the state of its two
output neurons. Note that the input neurons do not receive
input from other neurons, and that no neurons receive input
from the output neurons. Also, no brain neurons receive synap-
tic input from modulatory neurons; the modulatory signal is
only used to modulate synaptic plasticity.

C. Plasticity

The synaptic connections in the brain can change over the
lifespan of the organism. They change according to a plasticity
rule, which can take two different forms.

One form of the plasticity rule is a neural network; it
takes 3 inputs, and generates a single output. However, the
plasticity network can be expanded to include an additional
input, the modulatory signal. The plasticity network is shown
in Fig. 3, where the m input node can be included for some
experiments. The basic plasticity network has 3 input neurons,
a hidden layer, and 1 output neuron. For a given synapse,
the inputs are: pre- and post-synaptic activities, and current
weight. For experiments that unify the neuromodulation with
synaptic plasticity, the additional input is used, allowing m,
the modulatory signal, to be included in the computation.

For the non-modulated case, the output ∆wij is used to
increment the corresponding connection weight. For multi-
plicative modulation, ∆wij is multiplied by m, so that the
connection weight update is m∆wij . Finally, for the integrated
modulation, the modulatory signal is already included in the
computation, so the weight is incremented by ∆wij .

For comparison, we also employ a plasticity rule that takes
the form of a Hebbian rule,

∆wij = η (Axixj +Bxi + Cxj +D)

where xj and xi are the pre- and post-synaptic activities
(respectively), η is a learning rate, and the other variables (A,
B, C, and D) are the Hebbian parameters. For non-modulated
Hebbian learning, the synaptic weights are incremented by
wij . For modulated Hebbian learning, the update is multiplied
by m so that the weight updates are m∆wij .

D. Behaviour

The organism selects an action at each step; its output
neurons indicate the action to take. The activity of each output
neuron is rounded to 0 or 1, and the resulting two-digit code
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Fig. 5. Direction to nearest berry. The angle, θ, is measured in degrees,
positive clockwise. For each organism, an unknown offset is added to θ. The
figure shows an offset of 90◦.

determines the action: (0,0) stay still, (1,0) turn left, (0,1) turn
right, and (1,1) move forward one unit.

The organism has 7 input (sensory) neurons. One of those
neurons encodes the “proximity” to the nearest food. Its value
is normalized so that 20 units of distance corresponds to an
input of 1,

max

(
0, 1 − distance

20

)
.

Two of the inputs combine to indicate the angle to the
nearest food, each with a value between 0 and 1. One node
indicates angles to the right, and the other indicates angles to
the left. If the food is to the right, then the left-angle neuron
holds a value of 1 while the right-angle neuron holds a value
between 0 and 1, where 1 is straight ahead, 0.5 is directly to
the right, and 0 is directly behind. Likewise, the right-angle
neuron holds a value of 1 when the nearest food is on the left,
while the left-angle neuron yields a value between 0 and 1
indicating the normalized direction.

There is an input node that encodes the colour of the nearest

berry. It takes on a value of 0 for red, and 1 for blue.
When the organism lands on a grid space that contains

a berry, it eats for 5 steps (without taking any actions).
During those 5 steps, both angular sensory inputs are set to 1,
proximity is set to 1, and the “eating” input is set to 1.

Finally, there are two input neurons that encode the quality
of the berry. One neuron encodes sweetness, while the other
encodes poison. If the organism is eating a sweet berry (with
a nutrition value of 1), then the sweetness neuron has a value
of 1 and the poison neuron has a value of 0. If the organism is
eating a poisonous berry, those values reverse. If the organism
is not eating, then both nodes have a value of 0.

E. Evolutionary Computation

Evolutionary computation has been proven to be an effective
approach for discovering natural laws automatically [56]–[59].
The traditional binary Genetic Algorithm is used here to mimic
the exchanging of base pairs in real nature by exchanging of
binary blocks.

Each chromosome in our genetic algorithm encodes how a
simulated brain can be constructed, including connections and
plasticity rules. The direct encoding method is used to encode
these factors into the chromosome, and the binary gray code
is adopted for representation of decimal number, which can be
further decoded to a real number. The chromosome consists
of three parts: the adjacency matrix indicates which neurons
project to which, the modulatory matrix indicates whether
there is a modulatory connection between the modulatory
output neuron and each synapse, and the learning rules –
encoded by a vector of weights for the synaptic plasticity
neural network, or a vector of coefficients for the Hebbian
rule. The adjacency matrix encodes all the synaptic connec-
tions among the interneurons, input (sensory) neurons, output
(motor) neurons, and modulatory neurons.
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We hasten to add that the chromosomes do not encode
initial weights for brain-network connections. Obviously, the
network connection weights are of utmost importance, but
encoding specific synaptic connection weights is unrealistic
in biology. At birth, each individual’s connection weights are
initialized to zero.

An individual’s fitness is based on its energy surplus, the
number of food items acquired over-and-above the energy
expended in the process. The amount of energy expended (due
to metabolic cost [49]) is subtracted from the total energy
collected, yielding the energy surplus for that lifetime.

To get a comprehensive picture of each organism’s perfor-
mance, we simulate 24 lifetimes for each, using 12 different
sensory offsets, and running the two berry colouring options
for each offset. Then, the organism’s fitness is the average
energy surplus over all 24 lifetimes.

The binary genetic algorithm performs uniform crossover,
mutation, tournament selection, and fitness evaluation, in
sequence, to evolve the population. The population size is
set to 3840 and the maximum generation is set to 100. The
crossover probability is set to 0.5. Our configuration focuses
on simulating the harsh survival environment at the beginning
of evolution and pushes the evolution to converge in reasonable
time. Therefore, the tournament size is set to 27. In order
to improve the ability of exploitation gradually as evolution
progresses, we adopt a dynamic mutation probability. The
mutation probability is set to 0.002 at the beginning, and
decays by a factor of 0.7 when evolution is stuck for 10
generations.

The fitness evaluation for each chromosome is time-
consuming since the life time of each organism (chromosome)
is performed repeatedly over a variety of different sensory
offsets and food type mappings. In addition, the population
size is very large. The parallel and distributed computing
provide scientists with an efficient way to accelerate high time-
complexity problems [60]–[63]. Therefore, GPUs are used to
speed up the computation. In this approach, a master/slave
architecture is adopted, where the CPU side is used as master
for the main process of evolution, and the GPU side is used
as a slave to perform the fitness evaluation of chromosomes
in parallel. We ran our experiments on a desktop high-
performance computer equipped with multiple NVIDIA Tesla
K10 GPUs. Each GPU has 1536 stream processors with clock
frequencies of 0.75GHz. At each generation, 92160 threads are
performed simultaneously to evaluate different chromosomes
in different environments, as shown in Fig. 4.

IV. EXPERIMENTAL SETUP

We evolved populations of our virtual organisms to see how
each organism type would do. An evolutionary trial involves
evolving a population of organisms for 100 generations. To
get a better statistical picture of the performance, we ran 30
trials for each method.

Fifty berries were randomly placed in a 50 × 50 arena, 25
“sweet” berries and 25 “poisonous” berries. Recall that the
sweet berries were more nutritious and had an energy value
of 1, while the poisonous berries had an energy value of -1.

No Modulation
Update Rule Modulation Multiplicative Integrative

Hebbian Hebb MultHebb -
Plasticity Network PN MultPN IntPN

TABLE I
NOTATION FOR THE FIVE DIFFERENT MODELS RUN IN OUR EXPERIMENTS.

Every time a berry is consumed, another berry of the same
type is randomly placed in the arena.

Each organism’s lifetime consists of 2000 actions (steps).
Recall that we evaluate an organism’s fitness as the average
energy surplus over 24 lifetimes.

In our experiments, we compare a number of different
methods in order to find the best combination of update rule,
and modulation network design.

Firstly, we have two update rules: Hebbian (“Hebb”), and
Plasticity Network (“PN”). For the Hebbian rule, we ran two
different versions, one non-modulated (denoted “Hebb”), and
one with multiplicative modulation (denoted “ModHebb”). For
the plasticity network update rule, we ran three different ver-
sions: non-modulated (denoted “PN”), one with multiplicative
modulation (denoted “MultPN”), and one with modulation
integrated into the plasticity rule (denoted “IntPN”). Thus, we
ran five models, which are summarized in Table I.

A. The Challenge

We wanted to make the foraging task more difficult so
that raw instinct would not be enough to solve the problem
effectively. Foraging success should require organisms to adapt
to their particular circumstances during their lifetime. There
are different ways to make the task harder. For example, in
[51], the environment periodically changed the set of food
sources that contain nutritious and poisonous items, so that
the agent needed to avoid forgetting old information as they
learn new knowledge. In our study, we wanted to unify
neuromodulation and synaptic plasticity in nonlinear ways.
Therefore, we accomplished this challenge by incorporating
two factors that vary from lifetime to lifetime. Each organism
is faced with not knowing which colour of berry is sweet
(and which is poisonous), and each organism’s sense of angle
(toward the nearest berry) is miscalibrated with an unknown
offset.

The mapping of berry colour to nutrition value is set at
the beginning of each lifetime, and held fixed throughout an
organism’s life. For example, an organism might find itself
in a world where red berries are sweet, and blue berries are
poisonous, and a sensory offset of 35◦.

Each organism receives sensory input about the location of
the nearest berry. They have a sensory neuron that reports
the distance, and they have two sensory neurons that jointly
report the direction of that berry. However, each organism’s
direction input is offset by an unknown amount. For example,
Fig. 5 shows an offset of 90◦.

An organism’s fitness is evaluated over 12 different sensory
offsets. For each of those 12 offsets, the organism is evaluated
for each of the two different berry-colour mappings. Thus,
each individual is evaluated over a total of 24 lifetimes. Their
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fitness score is the average lifetime nutrition over those 24
lifetimes.

For comparison, consider the expected outcome of an organ-
ism that does a random walk and eats the sweet and poisonous
berries with equal probability. In this case, we would expect
their fitness to be zero since it would eat equal numbers of
sweet and poisonous berries.

B. Preference for Nutritious Food

Randomly sampling from the 2500 locations in the arena,
we would expect an organism to collect 20 berries of each
type (giving a net fitness of 0 due to eating equal amounts of
sweet and poisonous berries). The berries are replaced every
50 steps.

If an individual’s fitness is positive, then it ate more sweet
berries than poisonous berries. Thus, it has learned – at least
implicitly – the association between the berry colour and its
nutrition value.

V. RESULTS

Figure 6 plots the evolutionary progress of the best indi-
vidual for each of the 6 different species that we simulated.
Each line plots the best-fitness, averaged over 30 trials. All
the lineages increase their fitness substantially, but the highest
fitness is achieved by the populations in which a modulatory
network interacts with the neural plasticity update rule. The
non-modulated Hebbian update rule showed the lowest fitness
after 100 generations. This is consistent with a previous
paper, in which a plasticity network update rule outperformed
a Hebbian update rule, although it was demonstrated on a
simpler foraging task [49].

Figure 7 shows the distribution of the final best-fitness
over the 30 trials. That is, for each species, it plots the
distribution of the fitness values for the 30 individuals that
showed the highest fitness at the end of each evolutionary trial
(100 generations). The plot on the left (the “Simple Task”)
shows that all the modulated methods yielded comparable
performances. The only exception is that the multiplicative
plasticity network model (MultPN) shows a higher maximum
than the integrated model (IntPN) because the optimization
problem that evolution is trying to solve is easier for the
simpler model (for a fixed population size).

The plot on the right (the “Hard Task”) shows that the
challenge introduced by random sensory offsets causes all the
methods to yield poorer performance, but some fare worse than
others. The modulated plasticity network methods perform
the best. Moreover, the integrated plasticity network model
(IntPN) exhibits a higher median performance, as well as
a higher best performance than the multiplicative plasticity
network model (MultPN). Interestingly, the integrated model’s
maximum for this task is higher than that of the multiplicative
model despite the fact that the best solution for the integrated
model is harder to find. These show that unifying the neu-
romodulation into the plasticity update rule enables a wider
range of learning capabilities, allowing the organisms to tackle
a more difficult set of tasks.
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Fig. 6. Evolutionary progress of the fitness of the best organism, averaged over
30 evolutionary trials. Each line corresponds to one model type, as outlined
in Table I.

A. Preference for Sweet Berries

Our organisms clearly learned to prefer sweet berries, no
matter what colour they were. Figure 8 shows the number of
sweet and poisonous berries eaten for each of the two colour
assignments. When the red berries are sweet (and the blue
berries poisonous), the organism learns to only eat red berries
(and vice versa when the colours are reversed). Naturally, it
takes time for an individual to learn which food colour is
sweet, which explains the consumption of poisonous berries in
early life. However, the consumption rate of poisonous berries
drops off to almost zero as an individual’s life progresses.

Figure 9 illustrates the behaviour of the best organism of
the modulatory plasticity network lineage. The organism had
learned for 2000 actions, and the figure shows examples of the
organism’s path over an additional 100 actions. The organism
avoids eating the poisonous berries, while actively consuming
the sweet berries.

B. Generalization Capability

We tested how well the different models could handle
different offsets and arena sizes. Figure 10 plots the fitness of
the Hebbian and plasticity-network methods (both modulated



2379-8920 (c) 2019 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission. See http://www.ieee.org/publications_standards/publications/rights/index.html for more information.

This article has been accepted for publication in a future issue of this journal, but has not been fully edited. Content may change prior to final publication. Citation information: DOI 10.1109/TCDS.2019.2960766, IEEE
Transactions on Cognitive and Developmental Systems

IEEE TRANSACTIONS ON COGNITIVE AND DEVELOPMENTAL SYSTEMS, VOL. XX, NO. X, OCTOBER 2019 8

Simple Task Hard Task

Hebb PN MultHebb MultPN IntPN

30

40

50

60

70

80

90

Hebb PN MultHebb MultPN IntPN

5

10

15

20

25

Fig. 7. Distribution of the fitness of the best final individual over 30 evolutionary trials. For each method, the red line indicates the median, the box shows the
25th to 75th percentiles, and the whiskers show the non-outlier extremes of the distribution. The simple task refers to the foraging task in which the sensory
offset is always 0. The hard task is harder because each lifetime includes a random offset that the organism must learn to accommodate.
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Fig. 8. Food preference for the best organism of the 30 trials, which shows the total number of each type of berry eaten. The consumption rate of poisonous
berries (slope of the corresponding curves) seems to converge to zero, indicating that the organism is learning to avoid them, while the consumption rate of
sweet berries remains high, regardless of the colour assignment.

and non-modulated) over the full range of offsets. Each plot
shows the performance of the single best organism out of the
30 evolutionary trials. For the plot, the organism’s fitness was
averaged over 100 lifetimes (to remove fluctuations caused
by the random berry placement). The plots show that each
organism has a range of offsets for which it performs better,
and a range of offsets for which it does not perform well. They
also show that the size of arena does not play a significant role
in the performance of each method.

Note that the set of offsets shown in the figure are different
from the 12 offset values that the organisms were evaluated
on during evolution. This shows that the models generalize to
new offsets that they have not seen before.

Each organism seemed to fail to solve the foraging problem

over some range of offsets; the successful range of offsets
varied from run to run. Our previous experiments demonstrated
that learning using a plasticity network was robust across all
offsets [49]. However, the foraging problem in that paper was
simpler since it included only one type of berry.

C. Analysis of Modulation

We wanted to understand how the modulation network
was being used by the organisms to learn the association of
berry colour and nutrition value. Insight into this phenomenon
might be gleaned from the information entering the modulation
network. We tracked how frequently each of the different input
neurons projected into the modulation network. Recall that
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Proximity L Angle R Angle
Color

Sensor
Eating Sweet Poison

Proximity 1.00 0.91 0.73 0.91 0.01 0.73 0.13

L Angle 0.91 1.00 0.82 0.82 0.01 0.64 0.11

R Angle 0.73 0.82 1.00 0.64 0.00 0.49 0.06

Color Sensor 0.91 0.82 0.64 1.00 0.01 0.82 0.17

Eating 0.01 0.01 0.00 0.01 1.00 0.02 0.25

Sweet 0.73 0.64 0.49 0.82 0.02 1.00 0.25

Poison 0.13 0.11 0.06 0.17 0.25 0.25 1.00

TABLE II
P-VALUE OF t-tests FOR THE NUMBER OF MODULATORY CONNECTIONS

BETWEEN DIFFERENT SENSORY INPUTS.

these connections are established by evolution, and are fixed
during an individual’s lifetime.

For the species that used neuromodulation, we chose
the best organism from the last generation of each of the
30 evolutionary trials. Figure 11 plots the total number of
connections from each of the sensory input nodes to the
modulatory network, summed over the 30 best organisms.
Furthermore, statistical analysis t-tests were performed for
comparison between inputs. Their p-values are reported in
Table II. The “Eating” signal seems to be very important
for evolving modulation as this period is the time when
the organism can focus on receiving feedback from foods.
The results verified this hypothesis by showing the “Eating”
input neuron preferentially projects to the modulatory network.
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Fig. 11. The number of modulatory neurons connected from each sensory
input in all evolutionary trials.

Hence, plasticity is most relevant when the organism is eating,
and is therefore receiving reward/punishment feedback from
the “Sweet” and “Poison” sensory neurons. The modulatory
network seems to process reward (or lack thereof). The poison
may have a strong connection because of risk aversion, and
the negative feedback is a powerful motivator. As the results
show, the “Poision” sensory node also projects preferentially
to the modulatory network. We interpret this as a strategy
to avoid approaching the poisonous food items. Recall that
the modulatory network changes the plasticity of the brain
network.

Finally, Fig. 12 shows how the Sweet and Poison input
neurons influence the modulatory signal. In some cases, the
Sweet signal causes the modulatory signal to decrease. In
other cases, the Poison signal causes the modulatory signal
to decrease. How the modulatory signal influences plasticity
depends on the plasticity network. It is possible for the
modulatory signal to increase or decrease plasticity.

VI. CONCLUSION

In this paper, we demonstrated that evolution can take a
generic modulation network and evolve it into a useful plastic-
ity modulation signal. The virtual organisms that evolved with
these modulatory networks outperformed their non-modulatory
counterparts.

Furthermore, our experiments show that the flexibility af-
forded by a neural-network plasticity rule yielded better results
than the more constrained Hebbian plasticity rule. This obser-
vation is consistent with previous work [55].

Our experiments investigated how well our organisms could
learn two different environmental variables: the colour of the
Sweet and Poisonous berries, and the visual offset angle. The
results clearly demonstrate that they very quickly learn to
avoid the Poisonous berries, and eat the Sweet berries, no
matter the colour assignment. Adaptation to different visual
offset angles was less robust. All the organisms we tested
showed specialization for a range of offsets, and performed
poorly for some offset angles.

As one would expect, the modulation network preferentially
received input from the “Eating” sensory neuron, which acts
as an indicator for when the relevant learning signal is present.
The next two most common inputs to the modulation network
were the “Sweet” and “Poison” inputs, which supply the
learning signal itself.
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Fig. 12. Activity of the modulatory neuron for 3 of the best individuals
(among the 30 evolutionary lineages). The plots show the modulation signal,
along with the values of the Sweet and Poisonous input neurons.

As an extension to this work, we would like to investigate
indirect encoding of connection matrices, so that the genome
does not need to explicitly encode the adjacency between
neurons. Instead, we could imagine using a method like
cellular automata or some other simulation of synaptogenesis
to generate the connections, like NEAT [64]. Evolution would
then have to find a solution coupling the synaptogenesis
mechanism and a learning method to work in concert.

None of the methods tested were fully robust across all
sensory offsets; each method failed to solve the foraging
problem over some range of offsets. We are unsure why this
is the case. This issue requires more investigation. The way to
solve it may come from other learning systems like [65], [66].
When learning a new task, like a new offset, these methods
could selectively transfer knowledge learned before to develop
more accurate hypotheses.

It would also be interesting to implement our method using a
continuous-time and/or continuous-space context. The neural
network activity and learning rules would be controlled by
a system of differential equations, controlling the organism’s
acceleration throughout a continuous-domain arena.

Finally, the positive influence of integrated neuromodulation
on learning should be further investigated in the field of ma-
chine learning. It is possible that machine-learning algorithms
could benefit from modulatory signals, and generate more
efficient and effective learning methods. Also, the foraging
task we demonstrated on is complex enough to demonstrate
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that integrated neuromodulation can improve performance.
However, in the future, it would be interesting to test it on
different arena layouts, and a broader, more challenging set of
problems.
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