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Predictive coding (PC) networks are a biologically interesting class of
neural networks. Their layered hierarchy mimics the reciprocal connec-
tivity pattern observed in the mammalian cortex, and they can be trained
using local learning rules that approximate backpropagation (Bogacz,
2017). However, despite having feedback connections that enable infor-
mation to flow down the network hierarchy, discriminative PC networks
are not typically generative. Clamping the output class and running the
network to equilibrium yields an input sample that usually does not re-
semble the training input. This letter studies this phenomenon and pro-
poses a simple solution that promotes the generation of input samples
that resemble the training inputs. Simple decay, a technique already in
wide use in neural networks, pushes the PC network toward a unique
minimum two-norm solution, and that unique solution provably (for lin-
ear networks) matches the training inputs. The method also vastly im-
proves the samples generated for nonlinear networks, as we demonstrate
on MNIST.

1 Introduction

Neural networks have demonstrated remarkable success at learning prob-
lems in AI such as image recognition and natural language processing. The
error backpropagation algorithm (Rumelhart, Hinton, & Williams, 1986) is
used for the vast majority of these success stories. While powerful, it is not
immediately clear how backprop could be implemented by real biological
neural networks. However, progress has been made in finding backprop-
like learning methods that satisfy some of the restrictions that a biological
implementation would require.

Predictive coding (PC) is a processing strategy hypothesized to take
place in cortical networks (Bartels, 2014; Bastos et al., 2012; Mumford, 1992;
Shipp, 2016). Inputs to the network are propagated up through a hierarchy
of layers, while feedback connections carry signals back down through the
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network. Each layer communicates with its adjacent layers in the hierar-
chy. In this way, the network creates a progression of representations in its
stacked layers, such that layers are linked together by a chain of feedback
loops. The feedback connections in PC networks enable the architecture to
approximate backprop (Bogacz, 2017; Whittington & Bogacz, 2017).

A network with feedback connections might have generative capabil-
ities. When running the network in discriminative mode, the input nodes
are “clamped” with a sample and the network is run to equilibrium. At that
equilibrium, the values of the output nodes form the network’s output. In
generative mode, we instead clamp the output nodes to a desired class vec-
tor and run the network to equilibrium. At that equilibrium, the values of
the input nodes yield a generated sample. The hope is that these generated
samples will resemble samples taken from the training data.

Generative networks are thought to be more effective at discriminative
tasks (Hinton, 2007). There is evidence that our (mammalian) perceptual
systems are generative, at least in the higher levels of the visual stream
(Reddy, Tsuchiya, & Serre, 2011). Moreover, the notion of higher-level gen-
erative feedback is consonant with receptive-field tuning, such as that ob-
served in the end-stopping phenomenon (Rao & Ballard, 1999).

Generative networks might also offer improved robustness to noisy, am-
biguous, or adversarial inputs (Orchard & Castricato, 2017) and may play
a role in perceiving Gestalt forms (Bartels, 2014).

Unfortunately, running the PC network in generative mode typically
generates nonsense input samples that do not resemble the training data
at all.

In this letter, we look at PC networks with the goal of being able to use a
network as a classifier or a generator, depending on whether you clamp the
sensory inputs (discriminative mode) or the output class vector (generative
mode). We distill the reason that PC networks fail to generate recognizable
samples and propose a theorem that minimizing the 2-norm of the connec-
tion weights and network nodes guides us to a network that is generative.

2 Background

Neural learning can be formulated as an optimization problem. Given a
training set of corresponding inputs, x, and targets, t, we seek the parame-
ters θ to minimize the expected error,

min
θ

E

[
E
(

f (x; θ ), t(x)
)]

data
, (2.1)

where f represents the operation of the neural network with weights and
biases denoted by θ . The input to the network is x, and the corresponding
target output is t(x). The cost function E quantifies the difference between
the network’s output and the desired target; examples include squared
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error and cross entropy. Finally, E denotes the expected value, computed
over the training data.

Error backpropagation (Rumelhart et al., 1986) was proposed as a
method to solve the optimization problem in equation 2.1. It is used in con-
junction with stochastic gradient descent to minimize the expected cost. The
gradient of the cost function, with respect to the parameters θ , can be cal-
culated analytically, yielding the gradient descent update rule,

θ ← θ − κ ∇θ E
(

f (x; θ ), t(x)
)
,

where κ is a positive constant known as the learning rate.
Many biologically inspired neural learning methods are related to back-

prop. A two-compartment neuron model was proposed in which basal and
apical neuron segments model feedforward and feedback signals, respec-
tively (Guergiuev, Lillicrap, & Richards, 2016). Their method derives its
weight update rule using the difference between two phases of operation.
Another model proposes a cortical microcircuit that approximates backprop
but without the need for different phases (Sacramento, Costa, Bengio, &
Senn, 2018). The methods of contrastive Hebbian learning (CHL) (O’Reilly,
1996; Xie & Seung, 2003) and equilibrium propagation (Scellier & Bengio,
2017) derive the error gradients using the difference between two equilib-
rium states of the network. Pineda (1987) developed the recurrent back-
propagation (RBP) method, which also approximates backprop by adding
another dynamic variable for each neuron.

Predictive coding (PC) is a processing strategy hypothesized to take
place in cortical networks (Mumford, 1992). Inputs to the network are prop-
agated up through a hierarchy of layers. Each layer communicates only
with its adjacent layers. Predictions are sent down the hierarchy such that
each layer communicates what state it believes the layer below should be in.
Meanwhile, each layer compares its own state with the prediction received
from above and sends an error back up to the layer above it. A number of
lines of neuroscientific evidence (Bartels, 2014; Bastos et al., 2012; Shipp,
2016) support the hypothesis that the cortex implements a predictive cod-
ing strategy.

In 1999, Rao and Ballard (1999) published a small vision network based
on predictive coding. Since then, a number of related predictive coding
architectures have been proposed (Spratling, 2008; Chalasani & Principe,
2013; Dora, Pennartz, & Bohte, 2018). Some even use backprop for learning
(Lotter, Kreiman, & Cox, 2017). However, none of those methods demon-
strate that they produce accurate classification networks. Interestingly, a
few recently proposed PC-like classification networks reverse the direction
of the predictions, essentially sending predictions up the network hierarchy
and errors down (Guergiuev et al., 2016; Whittington & Bogacz, 2017; Sacra-
mento et al., 2018). It was shown that PC networks can implement backprop
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Figure 1: End-to-end PC network for data sample (X,Y). Note that ε(i) and x(i)

each represents a vector of activities of an array of nodes. The prediction being
sent to layer i is denoted by μ(i).

in this inverted architecture (Bogacz, 2017) (discussed further in the next
section). Experiments in training the original, nonreversed networks (not
published) failed to achieve a competitive classification accuracy. We adopt
the inverted strategy in this letter.

Some generative-like PC networks have generated images in specific sit-
uations. In one case, a PC network was trained as an autoencoder, not a
classifier. Like most other generative models, it was trained to minimize re-
construction error (Dora et al., 2018). Not surprisingly, they demonstrated
that the network could reconstruct blurry images from a latent representa-
tion. But this network was not capable of generating a sample given only
a specified class. Another attempt at generating samples in a PC network
seemed to prime the network with a state that was consistent with the de-
sired image, so it did not truly generate samples based solely on a specified
class (Wen et al., 2018).

We focus on Whittington and Bogacz’s implementation of predictive
coding that approximates backpropagation using local Hebbian-like learn-
ing rules. This implementation achieves learning performance comparable
to backprop-trained artificial neural networks (Bogacz, 2017; Whittington
& Bogacz, 2017). In our work, we study a variant of their PC network that
is both discriminative and generative.

2.1 Whittington and Bogacz Model. Here we briefly outline our vari-
ant of the network proposed by Whittington and Bogacz. (For a full de-
scription of their PC architecture and its learning rules, see Whittington &
Bogacz, 2017, and Bogacz, 2017.) Using the network labels in Figure 1, the
state nodes and error nodes of layer i are updated according to

τ
dε(i)

dt
= x(i) − M(i−1)σ (x(i−1)) − ν (i)ε(i), (2.2)

τ
dx(i)

dt
= W (i)ε(i+1) � σ ′(x(i) ) − ε(i), (2.3)

where t is time (measured in seconds), x(i) is the (vector) state of layer i, ε(i)

is the corresponding (vector) error for layer i, W (i) is the backward weight
matrix, M(i−1) is the forward weight matrix, ν (i) is a scalar variance param-
eter, the � operator represents the Hadamard (element-wise) product, and
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τ is a time constant, measured in seconds. Our method differs from that in
Whittington and Bogacz (2017) in that we do not include a bias in equation
2.2. Note that we are also using the convention in which the predictions,

μ(i) = M(i−1)σ
(

x(i−1)
)

,

are sent up the network (from layer i − 1 to layer i), in contrast to the for-
mulation of predictive coding by Rao and Ballard (1999).

From equation 2.2, we can express the equilibrium value of ε(i) as,

ε(i) = x(i) − μ(i)

ν (i)
. (2.4)

As the equation suggests, ε(i) is the (scaled) error between μ(i) and x(i).
If the top layer (n) contains the targets Y (i.e., x(n) = Y), then the cor-

responding error node, ε(n), contains the difference between the predic-
tion of the output, μ(n), and the target. Given an input that is associated
with the target Y, we wish to maximize p(Y|μ(n) ). If we assume that Y
is gaussian-distributed, then we can write p(Y|μ(n) ) as a normal function,
N (Y;μ(n), ν (n) ). The log likelihood of that probability is

E = −
∥∥Y − μ(n)

∥∥2
2

2ν (n)

= −ν (n)

2

∥∥∥ε(n)
∥∥∥

2

2
.

It can easily be shown that ∂E
∂μ(n) = ε(n). Thus, ε(n) can be thought of as

the gradient of the output error with respect to the input current to the top
layer. This is the top gradient that one would use to start a backprop pass
in a normal feedforward network.

Figure 1 shows an end-to-end PC network, spanning from its input X
to its output Y. During training, we wish to maximize p (M|Y(X )), where
M represents all the connection weights in the network,

{
M(i),W (i)

}n−1
i=1 . Al-

ternatively, we can maximize the joint probability, which can be split using
Bayes’s rule,

p
(
M,Y(X )

) = p
(
Y(X )|M)

p(M). (2.5)

Let us assume for now that p(M), our prior for the connection weights, is
flat. Bogacz (2017) points out that each layer depends only on its neighbors,
so we can write

p (Y(X )|M) = p
(
Y|μ(n)

)
· · · p

(
x(2)|μ(2)

)
p
(

x(1)|μ(1)
)

, (2.6)
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where μ(1) = X, and each other prediction, μ(i), is conditioned on the con-
nection weights M(i−1). If we again assume that the conditional probability
for each layer is gaussian, the log likelihood of that probability turns into
the sum of the errors,

F = −
n∑

i=1

∥∥x(i) − μ(i)
∥∥2

2ν (i)
= −

n∑
i=1

ν (i)

2

∥∥∥ε(i)
∥∥∥

2
. (2.7)

This is the objective function that PC networks aim to maximize.
Consider the equilibrium from equation 2.3,

ε(i−1) = W (i−1)ε(i) � σ ′(x(i−1) ). (2.8)

If we consider ε(i) to be proportional to ∂F
∂μ(i) (as is the case for i = n), then

equation 2.8 propagates the error down one layer, from layer i to layer i − 1.
In their paper, Whittington and Bogacz (2017) show that this is the same
formula used to recursively compute the error gradients in the backpropa-
gation method.

We can use the gradients stored in ε(i) to learn our connection weight ma-
trices, M(i−1) and W (i−1), by taking the gradient of equation 2.7 with respect
to M(i−1) (recall that μ(i) = M(i−1)σ (x(i−1))), yielding

∇M(i−1) F = ε(i) ⊗ σ
(

x(i−1)
)

,

where ⊗ represents an outer product. Likewise, for W (i−1),

∇W (i−1) F = σ
(

x(i−1)
)

⊗ ε(i).

Following these gradients will maximize F, yielding the learning rule for
the connection weights,

γ
dM(i−1)

dt
= ε(i) ⊗ σ (x(i−1)), (2.9)

γ
dW (i−1)

dt
= σ (x(i−1)) ⊗ ε(i). (2.10)

where γ is a time constant.
For fixed connection weights, we can use the network to infer Y from

a chosen input X. This process again seeks to maximize p (Y(X )|M), as
in equation 2.6, and can be achieved by maximizing its log likelihood,
F, shown in equation 2.7. The differential equations that govern ε and x
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(equations 2.2 and 2.3) actually implement gradient ascent on F, so the sys-
tem of differential equations will converge on a network state that yields a
local maximum of F. Assuming the network weights are set appropriately,
the state of the top layer, x(n), will converge to the target Y.

Instead of fixing the connection weights, we can have them change
slowly compared to x and ε. We set the time constant τ for the state nodes
(x) and error nodes (ε) to be much shorter than the time constant γ for the
connection weights (M and W). Hence, the state and error nodes converge
to their equilibrium solutions quickly compared to the weight matrices.
At this quasi-static equilibrium, the error nodes reflect the backpropagated
error gradients, as described in equations 2.3 and 2.7. Then, on a slower
timescale, the differential equations for M and W update the weight ma-
trices in a gradient-ascent manner based on equations 2.9 and 2.10. This
continues until the network learns the weight matrices that generate zero
(or zero-mean) errors.

To allow the bottom and top inputs to be clamped or free, we have in-
troduced the parameters α and β, which simply modulate (multiply) their
corresponding connections. The parameter α controls whether the input X
has an influence on the bottom layer of the network, as shown in Figure 1.
The parameter β controls whether the value in the top layer is influenced
by the penultimate layer; if β is zero, then the top state node, x(n), does not
change.

2.2 Training Mode. To train our PC network on a discriminative task,
we simultaneously feed the input vector X (e.g., a digit from the MNIST
data set) into layer 1 and set the output layer to x(n) = Y (e.g., the corre-
sponding one-hot classification vector). We set β = 0 to ensure that the out-
put layer’s state is clamped to Y and set α = 1 so that X exerts its influence
on the input layer of the network. In effect, we clamp the input on both ends
of the network.

Simulating the network in continuous time while clamping both inputs
causes the states of the nodes to converge to their corresponding equilib-
rium values. The error nodes hold the error gradients and are used to up-
date the connection weights using equations 2.9 and 2.10. With very modest
assumptions, it can be shown that the equilibrium state of the network is
unique as long as the number of nodes in layer i + 1 does not exceed the
number of nodes in layer i and the matrix products M(i)W (i) are all positive
semidefinite.

Using this formulation, we simulate the system of differential equations
using Euler’s method, usually taking time steps of 0.001 seconds. Thus, it
can require thousands of time steps to reach equilibrium with the inputs
and outputs clamped. To attain 98% test accuracy on MNIST, we instead use
an accelerated method to reach equilibrium more quickly, as was also done
in Whittington and Bogacz (2017). First, all the state nodes are set using a
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feedforward pass, such that x(i+1) = M(i)σ (x(i) ).1 Then, with x(1) clamped to
the input X and x(n) clamped to the target output Y, each error node (ε)
is set to its equilibrium value based on its neighboring state nodes using
equation 2.4. Using the updated errornodes, the state nodes are updated
using Euler’s method on equation 2.3 with a large time step. Continuing
this process, the error nodes and state nodes are alternately updated until
they converge. At this equilibrium, the weights are updated using equations
2.9 and 2.10.

We verified that our network and the accelerated method reach the same
equilibrium. To train on MNIST, we chose to perform the alternating up-
dates for 80 iterations with τ = 0.08 s and a Euler time step of 2.5 s. The net-
work performs as well as that reported in Whittington and Bogacz (2017),
achieving 98% test accuracy on MNIST using two fully connected hidden
layers of 600 nodes each, after 10 training epochs. While this accelerated
method produces the same equilibrium states as Euler stepping, we used
the accelerated method only for this experiment. In general, we use Euler
stepping.

2.3 Discriminative Mode. When we want to test the discriminative ca-
pabilities of our network, we present the input X to the bottom layer and
set α = 1 and β = 1, thus clamping the bottom input but allowing the top to
change. We run the network to equilibrium, and the resulting equilibrium
value of x(n) is the network’s output. It is interesting to note that all the error
nodes will converge to zero in this case; this can be seen by considering the
differential equation 2.3 as it applies to the top state node,

τ
dx(n)

dt
= −ε(n).

At equilibrium, ε(n) is zero. Moreover, equation 2.8 tells us that all the error
nodes will be zero.

2.4 Generative Mode. Since PC networks have connections running in
both the feedforward and feedback directions, one might expect the net-
work to be able to generate an image based on a supplied class vector. To
do so, we set x(n) to the desired class vector (denoted Y in Figure 1) and set
β = 0 so that x(n) does not change. At the same time, we unclamp x(1) from
X by setting α = 0. This allows x(1) to change independent of X.

Running the network with the top clamped to Y performs gradient as-
cent on F. Recall from equation 2.7 that F is the log likelihood of p (Y(X )|M)

1
It is quite easy to show that this is the state one would attain if run to equilibrium

with the top layer unclamped.
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Figure 2: Images generated by the network trained on MNIST. The top row
shows a sample of each digit class, while the bottom row shows the correspond-
ing generated image of that class. These generated images do not resemble ac-
tual digits.

under the assumption that each layer’s state, x(i), is gaussian-distributed
about the prediction being sent up, μ(i). However, consider the likelihood
p (X(Y)|M), where we have reversed the dependency between X and Y. If
we make the additional assumption that our data set inputs X are gaussian
distributed about class prototypes, then we can use the same normal func-
tion to calculate the likelihood of μ(i) given the state x(i). That is, we rein-
terpret N

(
x(i);μ(i), ν (i)

)
as N

(
μ(i); x(i), ν (i)

)
. Hence, running the network to

equilibrium using the same equations as before will find a local maximum
of p (X(Y)|M). The state of the input layer, x(1), will correspond to the gen-
erated (maximum-likelihood) input.

Figure 2 shows the images generated by the network trained on MNIST
for each of the 10 one-hot class vectors. Unfortunately, the generated im-
ages do not look like MNIST digits, even though the error nodes report
very small values. Somehow, there are multiple different input images that
are all consistent with the output class. Why is that? A partial explanation is
that activation functions are not always invertible. For example, many dif-
ferent x-values solve ReLU(x) = 0. However, the example in Figure 2 used
logistic functions, which are invertible (in theory). Perhaps it failed to gen-
erate digit images because the training images are not gaussian distributed.
We will show that another issue is at play, even when the input clusters are
gaussian. To get a better understanding of what is happening, we study a
much simpler network.

3 Analysis of the Generative Process

Consider a simple two-layer discriminative network in which the input
layer has m nodes, the output layer has n nodes, and the data set has r dif-
ferent classes, with r ≤ n < m. That is, there are more input nodes than out-
put nodes, and there are at least as many output nodes as there are distinct
classes in the input. Thus, the forward weight matrix, M(1), has dimensions
n × m. Figure 3 illustrates an example in which m = 3 and n = 2. The full



A Discriminative and Generative PC Net 1845

Figure 3: Small PC Network with m = 3, and n = 2.

system of differential equations that governs the state of this two-layer (3-2)
network can be written as

τ
dε(1)

dt
= x(1) − X − ν (1)ε(1), (3.1)

τ
dx(1)

dt
= W (1)ε(2) � σ ′(x(1) ) − αε(1), (3.2)

τ
dε(2)

dt
= x(2) − M(1)σ (x(1) ) − ν (2)ε(2), (3.3)

τ
dx(2)

dt
= −βε(2), (3.4)

γ
dM(1)

dt
= ε(2) ⊗ σ (x(1) ), (3.5)

γ
dW (1)

dt
= σ (x(1) ) ⊗ ε(2), (3.6)

At the end of training, running the network to equilibrium with x(1) and
x(2) clamped to X and Y, respectively, all the error nodes (ε) should be zero
(on average), and equation 3.3 becomes

Y = M(1)σ (X ).

Running this trained network in discriminative mode (α = 1 and β = 1,
which clamps only the bottom layer), it is easy to show that the equilibrium
solution yields ε(2) = ε(1) = 0, and x(1) = X, and hence equation 3.3 gives

x(2) = M(1)σ (X ),
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which then implies that x(2) = Y, the desired target. In this way, the net-
work has learned to solve the discriminative task; given the input X, the
output matches the target Y. This illustrates the equivalence between PC
networks and feedforward networks trained using backprop (Bogacz, 2017)
and works even with deeper networks, as demonstrated by Whittington
and Bogacz (2017).

Now consider the generative mode of the network. In this case, we set
x(2) = Y, and α = β = 0. This results in the system of differential equations:

τ
dε(1)

dt
= x(1) − X − ν (1)ε(1),

τ
dx(1)

dt
= W (1)ε(2) � σ ′(x(1) ), (3.7)

τ
dε(2)

dt
= Y − M(1)σ (x(1) ) − ν (2)ε(2). (3.8)

At equilibrium, equation 3.7 yields W (1)ε(2) � σ ′(x(1) ) = 0. As long as
σ ′(x(1) ) �= 0, then W (1)ε(2) = 0. This implies that ε(2) = 0 because the matrix
system is overdetermined (W (1) has dimensions m × n, with m > n). Then
the equilibrium for equation 3.8 yields the constraint

M(1)σ (x(1) ) = Y. (3.9)

We know that x(1) = X is a solution, but is it the only solution? Even though
the network quickly converges to an equilibrium where x(1) satisfies equa-
tion 3.9, and the error nodes report very small values, usually x(1) is not very
close to X.

To understand what is happening here, we will further simplify the
problem.

3.1 Linear Network. Let us suppose, for the sake of simplicity, that
σ (x) ≡ x. Thus, equation 3.9 becomes

M(1)x(1) = Y. (3.10)

Suppose that x(1) = x̄ is a solution to equation 3.10. Then, for any scalar c,
x(1) = x̄ + cx̂ is also a solution if x̂ ∈ null(M(1) ).2 Since equation 3.10 is under-
determined, we know that a nontrivial x̂ exists. In other words, this (linear)
network has an infinite number of x(1) states that yield zero error nodes.

2
Null(M) is the null space of M and represents the subspace containing all vectors x

such that Mx = 0.
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Figure 4: Generated samples and the corresponding solution space. The clus-
ters of red and yellow dots show the training samples for the two classes. The
shaded squares show the 300 generated samples, each started from a different
initial network state. Note that the figure depicts a 2D projection of a 3D space.

The vast majority of these states correspond to input samples x(1) that do
not resemble inputs from the training set.

This nonuniqueness is illustrated in Figure 4 for the network shown in
Figure 3. When we run the network in generative mode, we set the class
vector Y to either [1,0] or [0,1]. Starting from a random initial network state,
we run the network to equilibrium with α = β = 0. The generated samples
from running 150 trials of each class are illustrated by the black squares in
Figure 4.

The generated samples do not fall within the clusters, even though the
network’s equilibrium state yields very small values in the error nodes
(ε(2) exhibits values around 10−6) and the data set inputs are gaussian dis-
tributed. The solution spaces are shown as dotted lines in Figure 4. Each
generated sample lies on the corresponding solution space. The solution
space also passes through the center of the corresponding cluster of training
inputs. Every point in the solution space corresponds to a potential gener-
ated sample and yields very small (or no) errors.

How can we get a unique solution? And can we hope to generate samples
that are close to the inputs in the training data set? The following theorem
shows that we can, at least for linear networks.
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Theorem 1. Given a matrix of r linearly independent m-vectors,

X = [X1| · · · |Xr] ∈ R
m×r,

and a corresponding matrix of n-vectors,

Y = [Y1| · · · |Yr] ∈ R
n×r,

with r ≤ n < m, there is an n × m matrix,

A =

⎡
⎢⎢⎣

A1

...

An

⎤
⎥⎥⎦ ,

such that the minimum 2-norm solution x∗ to Ax = Yi is x∗ = Xi. Moreover, the
jth row of A is the minimum 2-norm solution of aX = Yj,· for a ∈ R

1×m, where Yj,·
is the jth row of Y.

Proof. Consider the system XTAT = YT, with r equations and m unknowns.
Let y j be the jth row ofY. Then XTAT

j = yT
j . This system is underdetermined,

since r < m. Thus, there are infinitely many solutions (since the columns
of X are linearly independent). However, we can seek the minimum-norm
solution for AT

j using the SVD (Golub & Van Loan, 1996).
Let U�VT = XT, where U is an r × r orthogonal matrix, VT is r × m with

orthonormal rows, and � is a diagonal r × r matrix containing the r nonzero
singular values. The minimum 2-norm solution of XTAT

j = yT
j is

AT
j = V�−1UTyT

j .

We can construct all n columns of AT using AT = V�−1UTYT.
Now we show that X is a solution of AX = Y. Substituting the above

expression for A, followed by the SVD for XT, we get

AX = YU�−1VTX

= YU�−1VT (
V�UT)

= YUUT since VTV = I and �−1� = I

= Y since UUT = I.

Thus, X is a solution of AX = Y.
Now, we want to show that each column of X is the minimum 2-norm

solution. Consider the ith column of X, and suppose we find a different
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solution, Xi + x̃, where x̃ �= 0. Then,

A (Xi + x̃) = Yi,

AXi + Ax̃ = Yi,

Yi + Ax̃ = Yi

Ax̃ = 0.

Thus, x̃ ∈ null(A), which tells us that VTx̃ = 0. But XT = U�VT, so x̃ ∈
null(XT) too. Thus, Xi ⊥ x̃.

Consider ‖Xi + x̃‖. Since Xi ⊥ x̃, we can use Pythagoras and conclude
that

‖Xi + x̃‖2 = ‖Xi‖2 + ‖x̃‖2,

‖Xi + x̃‖2 > ‖Xi‖2 since x̃ �= 0,

�⇒ ‖Xi + x̃‖ > ‖Xi‖m

Therefore, Xi is the minimum 2-norm solution to Ax = Yi. �

The theorem tells us that applying a simple 2-norm constraint to equa-
tion 3.10 collapses the solution spaces for M and x to unique solutions, and
the unique solution for x resembles the training input. That is, during train-
ing, we solve for the rows of M(1) by finding the minimum 2-norm solution
of

M(1)X = Y.

Once M(1) is found, we can generate an input sample corresponding to the
output class vector Yi by finding the minimum 2-norm solution x(1) of

M(1)x(1) = Yi.

3.2 Finding the Minimum 2-Norm Solution. As stated in the proof of
the theorem, the minimum 2-norm solution can be attained using the SVD.
However, another way to approximate the minimum 2-norm solution is to
solve the system iteratively and include a term in the objective function that
penalizes for the 2-norm of the solution. Suppose the linear system Ax = y is
underdetermined (A has more columns than rows). We can solve that linear
system by minimizing the 2-norm error,

min
x

‖Ax − y‖2
2.
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As long as A is full-rank (i.e., its rows are linearly independent), there is
a nonzero x that yields an error of zero. Adding the penalty term for the
2-norm of x gives

min
x

[
‖Ax − y‖2

2 + λ‖x‖2
2

]
,

where λ > 0 is a regularization constant that sets the weight of the penalty
term. Solving this optimization problem by gradient descent yields the up-
dates,

dx
dt

∝ −AT (Ax − y) − λx.

In the context of our neural network, this strategy can be applied to both
x(1) and M(1).

Recall that we need to find the minimum 2-norm solution for the rows of
M(1) and for the vector x(1). We can achieve each of these by adding decay
terms to their update equations. When equation 3.2 is replaced, the update
equation for x(1) becomes

τ
dx(1)

dt
= W (1)ε(2) � σ ′(x(1) ) − ε(1) − λxx(1) , (3.11)

and we replace equation 3.5 with the update equation for M(1):

γ
dM(1)

dt
= ε(2) ⊗ σ (x(1) ) − λMM(1) . (3.12)

We also added a decay term to the update equation for W .
Recall from equation 2.5 that our network dynamics are geared to

maximize

p (M,Y(X )) = p (Y(X )|M) p(M)

by maximizing the likelihood p (Y(X )|M) and assuming that the prior on
the weights (p(M)) is flat. However, if we instead consider the gaussian
prior on M(i),

p(M(i) ) = N
(

M(i); 0, λ−1
M

)
,

then the resulting formula for F will include terms of the form λM‖M(i)‖2.
A similar argument can be made for the decay of x; it can be interpreted

probabilistically as a gaussian prior.
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3.3 Effect of Decay on Training. What happens if we include activity
decay during training? Before we introduced decay, we stated in section 2.2
that the equilibrium solution is unique when both sides of the network are
clamped. This equilibrium solution includes M and W converging to sets
of weights such that the error nodes also converge to zero (on average). But
how is this equilibrium affected when apply activity decay?

It can be shown that the equilibrium solution will still be unique. How-
ever, activity decay introduces extra “tension” in the network, pulling the
equilibrium slightly so that the error nodes no longer converge to zero, but
something close to zero. These nonzero error accumulate in M and W and
can cause them to grow without bound.

The unbounded growth of M and W can be counter balanced by weight
decay, once again yielding a unique equilibrium solution for the network,
including unique weights.

Activity decay is not necessary during training, but the analysis outlined
here shows that it does not adversely affect learning when combined with
weight decay.

4 Experiments

Based on the analysis above, we have devised the following procedure for
PC networks:

1. When training a PC network, apply decay to the connection weights
(M and W), as shown in equation 3.12. That is, λM > 0, λW > 0, and
λx = 0. We will refer to networks trained in this manner as “decay-
trained” PC networks.

2. When running a PC network in discriminative mode, the weights are
fixed and activity decay is not necessary. That is, λM = λW = λx = 0.

3. When running a PC network in, fix the weights, but apply decay to
the activities (x), as shown in equation 3.11. That is, λM = λW = 0, and
λx > 0.

A PC network trained and run using this procedure will be referred to as a
“PC-decay” network. For comparison, we refer to a PC network trained and
run without decay (i.e., λM = λW = λx = 0) as a “PC-nondecay” network.

4.1 Shallow Linear Network. Figure 5 repeats the experiment whose
results were displayed in Figure 4, but this time using a PC-decay net-
work, as defined above. That is, during training, we used a weight-decay
rate of λM = λW = 0.05 and no activity decay. Then, in generative mode, we
used an activity-decay rate of λx = 0.05. The generated samples (the black
squares) in Figure 5 each depict 150 superimposed shaded squares and are
much closer to the cluster centroids than the samples generated by the PC-
nondecay network, depicted in Figure 4.
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Figure 5: Generated samples using decay. Compare this figure to Figure 4. The
black squares are actually many shaded squares superimposed on top of each
other. Note that the plot depicts a 2D projection of a 3D space.

4.2 Deep Linear Network. The decay method should also work on
deeper networks. In a shallow network (with no hidden layers), the states
of both layers are clamped during learning, and the connection weights
are adjusted to try to reconcile those two layers and drive down the error
nodes. However, in a deep network (with one or more hidden layers), the
states of the hidden layers are not fixed a priori. Instead, the representations
in the hidden layers are established during learning. The PC-decay proce-
dures above should apply recursively through the layers of the network, so
that applying weight decay during learning and activity decay during gen-
erative mode should generate samples that closely resemble the training
inputs.

To test this idea, we created a small data set consisting of three 10D vec-
tors, each created by drawing 10 uniformly distributed random numbers
from the range [−1.5, 1.5]. These three vectors acted as the prototypes for
three classes; the corresponding target vectors were the one-hot vectors in
3D. A data set of 200 training samples was created by adding gaussian noise
(standard deviation of 0.2) to the class prototypes.

The data set was used to train a network with 10 input nodes, 5 hid-
den nodes, and 3 output nodes (10-5-3). For each trial, we trained our net-
work for five epochs, fixing each input/target pair for 4 seconds to allow the
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Figure 6: Generated samples. (a) The PC-nondecay network was trained with-
out weight decay, and the samples were generated from the one-hot class vec-
tors without any activity decay. (b) The PC-decay network was trained using
weight decay of 0.05, and the samples were generated from the one-hot class
vectors using an activity decay of 0.01. Note that the plot depicts a 2D projec-
tion of a 10D space.

network to reach equilibrium (we hoped). We set τ to 0.05 seconds and γ

to 0.1 seconds. After training, we ran the network in generative mode for
10 simulation seconds on all 200 of the one-hot class vectors in the data set,
starting from a random initial network state each time; the initial x and ε val-
ues were drawn from a gaussian distribution with mean 0 and a standard
deviation of 1. We performed this training-testing procedure on two net-
works: one PC-nondecay network (λM = λW = λx = 0) and one PC-decay
network (λM = λW = 0.05, λx = 0.01).

Figure 6 shows the generated samples for the two networks. The sam-
ples generated by the PC-nondecay network shown in Figure 6a exhibit a
wide dispersion, while those generated by the PC-decay network are tightly
packed close to the center of the corresponding cluster.

Even though the theorem is technically valid only for linear networks,
we were interested to see if the decay also helped nonlinear networks gen-
erate samples that were similar to the training inputs. We reran the above
experiment (with the 10-5-3 architecture) but using tanh activation func-
tions. The results look very much like those shown in Figure 6, so we ex-
clude them here. Again, the PC-decay network generated input samples
that were much more similar to the training inputs than the PC-nondecay
network.

The next two experiments were designed to isolate the effect of each type
of decay on generative PC networks. To start, we show that activity decay
significantly reduces the variance of generated samples.

4.3 Activity Decay Generates Unique Samples. Consider three dif-
ferent linear networks: an untrained network, a network trained without
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Table 1: Average Standard Deviation of Generated Samples.

Network No Activity Decay Activity Decay

Untrained 0.796 0.0048
Trained without weight decay 0.817 0.0048
Trained with weight decay 0.823 0.0055

weight decay, and a network trained with weight decay (λM = λW = 0.05).
For the untrained network, we randomly assigned weights in M(i) using
a gaussian distribution with 0 mean and standard deviation of 1/(2

√
N),

where N is the number of nodes in layer i. We then set W (i) to be the trans-
pose of M(i) to ensure that the products M(i)W (i) were positive semidefinite
(see section 2.2). Both trained networks classified the data set with 100%
accuracy.

Each of those three types of networks was tested in generative mode,
starting with a random state in which the initial x and ε values were drawn
from a gaussian distribution with mean 0 and standard deviation of 1. We
clamped the top layer (x(3)) to a chosen class vector and ran the network for
10 seconds with a time step of 0.001 seconds. After generating 100 samples
for each of the three classes, we recorded the standard deviation of each of
the 10 input nodes (x(1)). Since there are 3 classes and 10 input nodes, we
tabulated 30 standard deviations for each network. We then computed the
mean of the 30 standard deviations and used that as a measure of variation
in the network’s generated samples.

The generative part of this experiment was performed under two differ-
ent conditions. In the first condition, the networks were run in generative
mode without activity decay (λx = 0). In the second condition, the networks
were run with an activity decay of λx = 0.05. The results are shown in
Table 1.

For all three networks, applying activity decay reduces the standard de-
viation of the generated samples by orders of magnitude. Moreover, when
activity decay is used, the standard deviation of the generated samples
asymptotically approaches zero. That is, the generated samples converge
on unique solutions when using activity decay.

But are the generated samples similar to the training inputs? That is the
topic of the next experiment.

4.4 Weight Decay Benefits Generative Quality. While activity decay
helps the generative phase converge to a unique solution, that solution may
not resemble the inputs from the training data set. In this section, we show
that weight decay during training is a key factor that enables PC networks
to generate samples close to the training inputs.
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Table 2: Euclidean Distances of Generated Samples.

Network Minimum Average Maximum

Weight decay training 0.2216 0.4076 0.6333
No weight decay training 5.032 100.9 691.8

We trained a linear PC-decay network (λM = λW = 0.05) and a linear PC-
nondecay network (λM = λW = 0) on the data set from the previous section.
Both types of networks used the 10-5-3 architecture. During training, we
used τ = 0.02 and γ = 0.1, clamped each input/target pair for 5 seconds,
used a time step of 0.001 seconds, and trained for 10 epochs with a batch
size of 20. We repeated the training starting from 10 different initial sets of
weights. The weights for M(i) and W (i) were each sampled from a gaussian
distribution with 0 mean and standard deviation of 1/(2

√
N), where N is

the number of nodes in layer i. This process gave us 20 networks in total: 10
trained with weight decay and 10 trained without weight decay.

After training, the class vectors were fixed to each network while they
were run in generative mode for 10 seconds with a time step of 0.001 sec-
onds and an activity decay of λx = 0.01. To improve stability in the non-
decay-trained networks, τ was set to 0.2 since these networks had large
weight matrix norms. For consistency, τ was also set to 0.2 in the decay-
trained networks, though this was not necessary for them to be stable.
We computed the Euclidean distance of each generated sample to its cor-
responding prototype (the centroid of each class). For each network type
(trained with weight decay, or trained without weight decay), we trained
10 networks and generated 1 sample for each of the three classes, yielding
a total of 30 generated samples per network type. The average, minimum,
and maximum distances across the 30 generated samples for each type of
network are shown in Table 2.

The networks trained with weight decay generated samples that were
much closer to the class prototypes than the nondecay networks. Their gen-
erated inputs yielded distances less than 1, placing the generated samples
well within the distribution of training inputs, like that shown in Figure
6b. The networks trained without weight decay generated samples that
were unique (thanks to activity decay), but much further from the class
prototypes.

4.5 Generating MNIST Digits Using tanh. Finally, we revisit the
MNIST data set to see if PC-decay networks can generate digit-like sam-
ples. There is a major difference between MNIST and the data sets that
we have worked with so far; MNIST is not an invertible gaussian data set
since the digit classes cannot be delineated into separable gaussian clusters.
Additionally, we used the nonlinear tanh function in our neural networks
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Figure 7: Histogram of cosine similarity between generated images and the
mean MNIST digit of the corresponding class.

during training, so theorem 1 does not strictly apply (it applies only to linear
networks). Nevertheless, we want to see if PC-decay networks can generate
MNIST-like digits.

We trained 20 PC networks on 1000 digits of MNIST. Each network had
784 input nodes, 600 hidden nodes, and 10 output nodes, and all the layers
used tanh as an activation function. Of the 20 networks, 10 were PC-decay
networks (λx = λM = λW = 0.05) and 10 were PC-nondecay networks. Each
pair of decay/nondecay networks was initialized with the same weights,
so 10 sets of initial weights were used in total. We used time constants of
τ = 0.2 and γ = 0.8 for both types of networks.

After training, each network was used to generate a sample for each of
the 10-digit classes (starting from a network state in which all activities were
set to zero). The samples were generated by running each PC network for 60
simulation seconds using a time step of 0.002 seconds. We then calculated
the cosine similarity between the generated image and the mean MNIST
digit of the corresponding class. This experiment gave us 200 cosine simi-
larity values for each type of network (10 digits, 20 networks).

Figure 7 shows a histogram of the resulting cosine similarities. The 10
PC-decay networks generated images with higher cosine similarity to the
MNIST average digits than the PC-nondecay networks. The images gener-
ated by the PC-nondecay networks exhibit almost no correlation with the
mean MNIST digits.

Table 3 displays the average cosine similarity and maximum cosine sim-
ilarity for the PC-decay and PC-nondecay networks. The low cosine simi-
larity of the samples generated by the nondecay networks is consistent with
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Table 3: Cosine Similarity between Generated Images and MNIST Digit
Averages.

Network Average Cosine Similarity Maximum Cosine Similarity

PC-nondecay 0.0098 0.1170
PC-decay 0.4274 0.6081

Figure 8: Generated samples. (Top) Sample digits from the training set. (Mid-
dle) Samples generated by the PD-nondecay network. (Bottom) Samples gener-
ated by the PC-decay network.

the noisy images we observed in Figure 2; the nondecay networks tend to
generate images that exhibit virtually no identifiable relation to the training
inputs.

Since these networks were trained on only 1000 MNIST digits, we were
interested in examining how the networks would fare at image generation
if trained on the entire MNIST training set of 50,000 digits.

We trained a PC network for 10 epochs on 50,000 MNIST samples. The
network used the tanh activation function and had 784 input nodes, two
hidden layers with 600 nodes each, and an output layer with 10 nodes. We
used the same values for the parameters τ , γ , λM, λW , and λx as the experi-
ments above.

Figure 8 shows samples generated by a PC-nondecay network, along
with samples generated by a PC-decay network. Even though the network
uses a nonlinear activation function, the PC-decay network generates sam-
ples that resemble digits.

Figure 9 plots the cosine similarity individually for each of the 10 digit
classes. As before, the similarity is measured relative to the average MNIST
digit for each class.

Table 4 shows the average and maximum cosine similarity of the gener-
ated samples for the two networks. As before, the PC-decay network per-
forms much better.
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Figure 9: Bar graph of cosine similarities between the PC-net generated images
and the mean MNIST digit for each digit class.

Table 4: Cosine Similarity between Generated Images and MNIST Digit Aver-
ages after Training on the Full MNIST Training Set.

Network Average Cosine Similarity Maximum Cosine Similarity

PC-nondecay 0.019 0.0910
PC-decay 0.6682 0.7244

Figure 10: MNIST digit averages (top) and samples generated by the PC-decay
network (bottom).

Figure 10 shows the MNIST digit means along with the digits generated
by the PC-decay network. The mean MNIST digits look remarkably similar
to the images generated by the PC-decay network. One possible explanation
is that the PC-decay network implicitly models each class using a gaussian
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distribution. The mean of a class’s distribution is close to the average across
all the inputs for that class. In other words, the PC-decay network constructs
a gaussian for each class, with a mean close to the average digit for that class.
This is despite the fact that the MNIST digits do not conform to a gaussian
distribution.

5 Discussion and Conclusion

Predictive coding networks offer a model of cortical function that includes
biologically plausible local learning rules and exhibit learning comparable
to backprop. However, in this letter, we demonstrate that these networks
are not generative by default; clamping the output nodes to a desired class
vector and running the clamped network to equilibrium typically generates
an input sample that does not resemble the training inputs. Analysis on a
linear network pinpoints the reason: the generative problem is ill-posed,
and there are many network states that are consistent with a desired output
class.

We stated (and proved) a theorem for linear networks, ensuring that we
can generate samples that resemble our training inputs if we constrain our
network solutions to minimize the 2-norm of the weight matrices and the
state nodes.

Fortunately, this minimum 2-norm constraint can easily be built into the
network’s behavior by simply adding a linear decay term to the update
equations for the connection weights and the state nodes (the error nodes
already have a decay term).

A number of experiments on linear networks demonstrated that this
simple fix enables the generation of input-like samples. Moreover, the
minimum 2-norm approach also seems to benefit nonlinear networks; we
showed that networks using the tanh activation function also generated
samples that resembled the training inputs, including a deep network
trained on MNIST. However, the interaction between the underdetermined
generative process and nonlinear activation functions is an area that re-
quires further investigation.

The method does have some limitations; it works best on data sets in
which each class is gaussian distributed. On our constructed, invertible data
sets, like the ones shown in Figures 5 and 6, PC-decay networks were able
to both generate good-quality inputs and classify every data point correctly.
Those data sets were made by adding gaussian noise to a number of class
prototypes. But on MNIST, our chosen decay of λM = λW = 0.05 that al-
lowed the network to generate good digits seemed to exhibit a reduction in
accuracy of about 5% to 10% compared to the same network trained with-
out decay. This reduction might reflect the fact that digits in the MNIST data
set are not gaussian distributed. As we decrease the decay rate, the network
climbs in classification accuracy but generates images that look less like the
training images.
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The trade-off between classification accuracy and generative quality
might also come from a compromise between the two terms in the objec-
tive function,

min
x

[
‖Ax − y‖2

2 + λ‖x‖2
2

]
.

Perhaps the optimization is able to sacrifice accuracy (so that the first term is
no longer zero) to attain an x with a smaller 2-norm, small enough to com-
pensate for the increased error. If that is the case, then tapering λ during
training might alleviate the issue. Alternatively, the optimization problem
could be reformulated as a constrained optimization problem in which we
seek to minimize ‖x‖2

2 subject to Ax = y. A more comprehensive investiga-
tion of this issue and these potential solutions should be undertaken.

Whittington and Bogacz (2017) used a strategy to accelerate the conver-
gence to equilibrium in their code. They take advantage of the network’s
bipartite graph structure and converge to the equilibrium much faster by al-
ternately updating all the state nodes (x) and all the error nodes (ε). We have
not yet fully investigated how PC-decay networks behave in the context of
the accelerated convergence strategy, but we expect they will yield results
similar to using the full, continuous-time convergence to equilibrium.

Theorem 1 does not mention W . However, excluding the decay term
for W often caused the learning to become unstable, resulting in runaway
weights. It is not entirely clear why this happens, so this phenomenon needs
to be investigated. It can be shown that the feedback dynamics between
two adjacent layers will tend to be stable as long as the matrix products
W (i)M(i) and M(i)W (i) are positive semidefinite. Adding decay to M prob-
ably prevents the error nodes from reaching zero during training, which
would cause unbounded increments to W . Adding decay to W prevents
these unbounded weights.

The decay terms used in the update equations 3.11 and 3.12 stem from
using gradient ascent to maximize the multiobjective function. However, a
different, more sophisticated optimization scheme might require a different
implementation. For example, “decay” might need to be interpreted differ-
ently when using Adam (Kingma & Ba, 2015), such as in Loshchilov and
Hutter (2019).

Whittington and Bogacz (2017) propose a model in which two separate
sensory streams converge on a common associative layer and show that it
behaves like a bidirectional PC network. However, we suspect that their
success stems from the fact that each layer has only one node. If the sensory
streams were more complex, with multiple layers and different numbers of
nodes in each layer, then projecting up to the association layer could suf-
fer from the nonuniqueness issue we have outlined in this letter. Hence,
that architecture would also presumably benefit from the interventions we
propose.
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Finally, we plan to investigate the degree to which generative PC net-
works are susceptible to adversarial attack. Can the internal errors gener-
ated by a mismatch between input and classification protect the network
from catastrophic misclassification of adversarially perturbed inputs?
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