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Abstract

This paper presents a new approach for multimodal medical image registration and compares it to normalized mutual information
(NMI) and the correlation ratio (CR). Like NMI and CR, the new method’s measure of registration quality is based on the distribution
of points in the joint intensity scatter plot (JISP); compact clusters indicate good registration. This method iteratively fits the JISP clus-
ters with regressors (in the form of points and line segments), and uses those regressors to efficiently compute the next motion increment.
The result is a striking, dynamic process in which the regressors float around the JISP, tracking groups of points as they contract into
tight clusters. One of the method’s strengths is that it is intuitive and customizable, offering a multitude of ways to incorporate prior
knowledge to guide the registration process. Moreover, the method is adaptive, and can adjust itself to fit data that does not quite match
the prior model. Finally, the method is efficiently expandable to higher-dimensional scatter plots, avoiding the ‘‘curse of dimensionality”

inherent in histogram-based registration methods such as MI and NMI. In two sets of experiments, a simple implementation of the new
registration framework is shown to be comparable to (if not superior to) state-of-the-art implementations of NMI and CR in both accu-
racy and convergence robustness.
� 2008 Elsevier B.V. All rights reserved.
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1. Introduction

Multimodal registration is the alignment of two images
from different imaging modalities, such as magnetic reso-
nance imaging (MRI) and computed tomography (CT).
Multimodal registration is more challenging than mono-
modal registration (registering a CT to a CT, for example)
because in monomodal registration the relationship
between the intensities in the two images is highly con-
strained (e.g., an affine mapping), and the cost functions
(correlation, least squares, sum of absolute differences) take
advantage of this fact. In multimodal registration, the rela-
tionship between the intensities depends on the intensity
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mappings used to create the images (i.e., how different tis-
sue types translate to pixel intensities).

Although much work has been done on multimodal
image registration, a number of challenges remain. To
our knowledge, there is no multimodal image registration
method that is customizable, adaptive, and expandable.
A method that is customizable is able to incorporate prior
information to help guide the registration process. A
method that is adaptive is able to adjust itself to attain
the correct solution even if the prior information is not
entirely accurate, and a method that is expandable can
incorporate more image features (such as gradient magni-
tude) into the cost function without exponential growth
in the required resources. In this paper, we introduce a
multimodal image registration method with all these fea-
tures, and show that a simple prototype is comparable to
other state-of-the-art multimodal registration methods.
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2. Background

A useful way to visualize the intensity relationship
between the two images being registered is to view their
joint intensity scatter plot (JISP). When registering an
image f to an image g, the image f is overlaid on top of g
and the two are compared on a pixel-by-pixel basis. Each
pixel has associated with it an intensity value from g and
one from f. These two intensity values, taken together,
form a point in 2-space. The JISP is the collection of all
such points for all the pixels involved in the comparison
between f and g.

The JISP offers an intuitive way to interpret multimodal
registration. When the images are properly registered, the
corresponding JISP typically has considerable order, often
with tight clusters of points and straight swaths of scattered
points. As the images become progressively misregistered,
the points in the JISP spread out away from each other
and the tight clusters become disperse sets of points. As
such, many multimodal registration cost functions are
based, if indirectly, on the dispersion of points in the JISP.

Currently, mutual information (MI) (Collignon et al.,
1995; Wells III et al., 1996) and normalized mutual infor-
mation (NMI) (Studholme et al., 1999) are among the most
popular multimodal registration cost functions. An excel-
lent survey of these methods, and their variations, is in Plu-
im et al. (2003). These cost functions take advantage of the
fact that properly registered images usually correspond to
tightly-clustered JISPs. They measure the JISP dispersion
by computing the entropy of the joint intensity histogram.
As the images become misregistered, the entropy of the
joint histogram increases. These cost functions make no
assumptions about the form of the intensity mapping
between the two images, except for the information-theo-
retic notion that ‘‘there is maximal dependence between
the gray values of the images when they are correctly
aligned” (Pluim et al., 2003). While it is important that
the intensity mapping be flexible in multimodal registra-
tion, local optima can become a problem if the mapping
is under-constrained (Roche et al., 2000).

Some customizable histogram-based registration meth-
ods have been developed. The Kullback–Leibler Distance
(KLD) (Chung et al., 2002; Guetter et al., 2005) and Joint
Intensity Distribution (Leventon and Grimson, 1998) each
use an estimate of the joint histogram for their target, and
the registration process involves trying to move one image
over the other to achieve the same joint histogram. While
these methods have shown promise, they can run into
trouble if the target joint histogram does not accurately
reflect the joint histogram of the images being registered.
Since the methods are not adaptive, they cannot adjust
themselves to novel scenarios. Furthermore, these histo-
gram-based cost functions require the formation of a joint
histogram, forcing one to discretize the intensity scale into
chosen bins. Forming a joint histogram also limits the
expandability of the method. Consider the situation in
which two image features are to be used in the registration
process (e.g., intensity and gradient magnitude). The cor-
responding joint histogram would be 4-dimensional and
contain over 16 billion bins if each feature was discretized
into just 64 bins!

Some methods have been developed to use the points in
the JISP directly without having to form the joint histo-
gram. The correlation ratio cost function (Roche et al.,
1998) is a statistically-based method that uses linear regres-
sion to fit a polynomial to the points in the JISP, but in
doing so assumes that the relation between the intensities
in the two images is a function; when considering all the
pixels of intensity i in one image, the corresponding pixels
in the other image all have intensities that cluster around a
single focal value. This is often not the case. There are
other regression-type methods that make the same func-
tional assumption (Candocia, 2003; Orchard, 2007). In a
related approach, a registration method was developed that
modeled the intensity relationship using up to two different
polynomials, finding a ‘‘least trimmed squares” fit for each
(Guimond et al., 2001). In this approach, a polynomial is fit
to the data while ignoring outliers. If the outliers exhibit
enough structure, they too can be modeled with a second
polynomial. While we believe that these methods are, in
principle, expandable (capable of comparing images using
more than one feature) they are not easily customizable,
so can converge to an incorrect solution if the original
images are misregistered by too much.

Another registration method that uses the JISP points
directly derives its cost function from the total length of
a minimum spanning tree (Neemuchwala et al., 2005).
Each scatter point in the JISP is a node in a graph, with
edges weighted by the Euclidean distance between nodes.
The minimum spanning tree selects a subset of the edges
such that all the points are included in a single connected
tree of lowest weight. However, small changes in the posi-
tions of the scatter points can cause a ‘‘catastrophic” re-
configuration of the minimum spanning tree, and so we
argue that this approach is not entirely intuitive. Further-
more, this method does not seem to be easily customizable,
so cannot easily incorporate prior information to guide the
registration process. One of the main advantages of this
cost function is that it can incorporate multiple features;
successful registration was demonstrated using a 128-
dimensional scatter plot by extracting 64 features from
each image at each pixel.

The method we propose here has the same advantage.
Moreover, it is customizable and adaptive. We describe
the method in the following section.

3. Theory

Before we continue, let us be explicit about our registra-
tion scenario. We wish to register an image f to an image g

by optimizing our cost function. Since these two images
may not have the same field of view, we limit the extent
over which our cost function is computed by defining a
region of interest (ROI) in g. The ROI might be small,
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Fig. 1. Flowchart for the iterative framework.
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large, or even encompass the entire image, depending on
the application. Without loss of generality, we index all
the pixels in this ROI set by numbering them from 1 to
N. We represent the corresponding pixel intensities as gn

where n 2 ½1; . . . ;N �.
To register f to g, we move f according to chosen

motion parameters m. The moved f, denoted fðmÞ, is
resampled so that its pixels coincide with the pixel loca-
tions of g. To compare fðmÞ to g, we overlay fðmÞ on g

and compose a set of N points snðmÞ ¼ ðgn; fnðmÞÞ; the
intensity from g is the abscissa, and the intensity from f

is the ordinate. This set of points forms the joint intensity
scatter plot, or JISP. If f and g are registered, and if they
associate intensities to tissues in a consistent manner, then
the points in the JISP will be tightly clustered. As f moves
out of register with g, these clusters of points disperse.
Hence, registration can be achieved by minimizing the dis-
persion (or maximizing the compactness) of the point clus-
ters in the JISP.

In this section, we outline a methodology to derive a reg-
istration cost function directly from the scatter of points in
the JISP. Clusters are fit with a regressor (either a point or
line segment), and the cost is computed as the sum of
squared distances from each JISP point to their nearest
regressor. Accompanying this derivation is a description
of an efficient means to find the optimal registration
parameters.

There are three main parts to registering images using
JISP regressors: labeling, modeling, and unscattering.

Labeling: Throughout the registration process, we
assign JISP points to whichever regressor
is closest. We call this assignment operation
labeling. The set of points assigned to a
regressor are used to adjust that regressor,
and determine the motion increment for f.

Modeling: Given a set of JISP points, what is the best
regressor to model them? A point, or a line
segment? And how should the regressor be
placed? This process, in which the points
are fixed but the regressors can move, will
be referred to as modeling.

Unscattering: How should the image f be moved to bring
the JISP points closer to their respective
regressors (on average). We will refer to
this process, in which the regressors are
fixed but the JISP points can move, as
unscattering.

It is worth mentioning here that these three processes
will be built into an iterative framework, discussed in Sec-
tion 3.3. Movement of either the regressors or the points
can alter which regressor is closest to a given point. After
each modeling or unscattering procedure, we perform
labeling to reassess the assignment of JISP points to regres-
sors. A schematic of the iterative process is depicted in
Fig. 1.
3.1. Modeling of clusters

The cost function that we seek to minimize is the sum of
squared distances from the points in the JISP to their near-
est regressor. Hence, we want to solve

min
m

X
n

jjsnðmÞ � rnðmÞjj2; ð1Þ

where jj � jj represents Euclidean distance (vector 2-norm),
and rnðmÞ is the regressor point closest to snðmÞ. Notice
that snðmÞ is a function of the motion parameters, since
as f moves, so do the points in the JISP. Moreover, as
snðmÞ moves with m, its nearest regressor point, rnðmÞ,
may also move. Another way of writing (1) is to define,
for each JISP point, the 2� 1 residual vector qnðmÞ point-
ing from rnðmÞ to snðmÞ,
qnðmÞ ¼ snðmÞ � rnðmÞ: ð2Þ
Then the cost function can be written

min
m

X
n

jjqnðmÞjj
2
:

We will use two different kinds of regressors to model the
points in the JISP: a centre-point regressor, and a line seg-
ment regressor.

3.1.1. Centre-point regressor

A centre-point regressor is just a single point in the JISP,
and it serves as an anchor from which the JISP points can
compute their distance. As such, the cost of a set of points
being modeled by a centre-point regressor is simply the
sum of their squared distances from the centre-point
regressor. A centre-point regressor is shown in Fig. 2(a).
The cost of modeling a set of points with a centre-point
regressor is minimized by placing the centre-point regressor
at the centroid of the set of points.

3.1.2. Line segment regressor

A line segment regressor is a line segment with finite
length (and hence 2 explicit endpoints). The cost of a set
of points being modeled by a line segment regressor is sim-
ply the sum of the squares of the shortest distances from
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each point to the line segment. For some points, the closest
point on the line segment will be one of the two endpoints.
For the other points, their distance from the line segment is
the perpendicular distance to the line. Fig. 2(b) shows a line
segment regressor.

If we want to model a set of points using a line segment
regressor, we first move the set of points so that its centroid
is at the origin. The optimal direction for the line segment
is given by principal component analysis (PCA). That is, if
all the points are stored in a matrix S, and if the singular
value decomposition (SVD) of S is URVT, then the princi-
pal direction is the direction of the first column of V.
Hence, the line segment regressor passes through the cen-
troid of the set of points, and is aligned with the principle
direction determined by PCA.

How long should the line segment be? If it is too short,
the line segment essentially behaves like a centre-point
regressor and we lose the ability to accurately model linear
‘‘arms” in the JISP. If the line segment is too long, it may
interfere with other clusters that it was not intended to
model. Clearly, shortening the line segment might cause
the cost to increase, since some of the points will then be
further from the (now shorter) line segment. However,
elongating the line should only be done if it addresses a
need, and fits the data appropriately. We can build this
behaviour into the cost function by including a penalty
term related to the square of the length of the line segment.

To find the optimal extent of the line segment regressor,
we first transform the JISP points into a reference frame
that is parallel to the line segment. We will denote the coor-
dinates of the transformed points as ðui; viÞ, where ui is the
distance of the point along the axis defined by the direction
of the line, and vi is the perpendicular distance of the point
from the line (see Fig. 3). We break the problem of choos-
ing the length of the line segment into two independent
problems by breaking the line segment into two pieces at
the centroid. We now consider each piece independently
and use only the points on the corresponding side of the
centroid to determine how long that piece of the line seg-
ment should be. If that side of the line segment has length
‘, then the ith point contributes either v2

i or ðui � ‘Þ2 þ v2
i to

the cost function, depending on whether the closest point
on the line segment is an interior point or one of the end-
points, respectively. Using these simple expressions, it is
easy to compute the total cost of all the JISP points for a
given length ‘. To this cost, we add a penalty term that
equals 5 times the square of the length of the line segment
piece. The multiplier 5 is used to increase the relative
weighting of that portion of the cost. (In our experiments,
we found little difference between multipliers in the range
1–20.) To find the optimal length, we simply evaluate the
cost for many values of ‘ and choose the value that corre-
sponds to the lowest cost.

The results of the PCA also give us information about
whether the regressor should be a centre-point regressor,
or a line segment regressor. The ratio of the largest singular
value divided by the second-largest singular value gives the
eccentricity of the standard deviation ellipse about the data
cluster. For example, if the data cluster shows no elonga-
tion in any direction, then the ellipse is a circle, and has
an eccentricity of 1. The higher the eccentricity, the longer
and narrower the data cluster. If the eccentricity is greater
than 1.25, then a line segment regressor is used. Otherwise,
a centre-point regressor is used.

3.2. Unscattering

The second major aspect to this registration methodol-
ogy is to determine the optimal motion increment to bring
the points in the JISP closer to their respective regressors.
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In this section, we will derive an expression for the cost as a
function of the motion parameters m.

Finding the optimal motion increment can be formu-
lated into a single least-squares problem. The solution of
the least-squares problem is an estimate of the motion
parameters, and hence how f should be moved to decrease
the cost. Here we describe the formulation of a linear least-
squares problem to find the optimal motion increment.

Recall that the set of points in the JISP is

fsnðmÞ ¼ ðgn; fnðmÞÞjn ¼ 1; . . . ;Ng:
Suppose that the closest regressor point to snðmÞ is rnðmÞ.
Hence, the nth point contributes jjsnðmÞ � rnðmÞjj2 to the
total value of the cost function.

Now consider what happens as we start to move f. The
movement of f will likely change the intensity of fn (for
notational brevity, we omit the explicit dependence of
fnðmÞ and snðmÞ on m where convenient), so the point sn

will move in a vertical direction since fn is its second coor-
dinate. In what direction, and how quickly will it move?
That depends on two things: how f is moving, and the par-
tial derivatives of f with respect to the motion parameters
at pixel n. Let us parameterize the rigid-body motion of f

using three variables: x for horizontal translation, y for ver-
tical translation, and h for rotation. Then, the partial deriv-
atives of f at pixel n are

ofn

ox
;

ofn

oy
;

ofn

oh
:

A linear approximation of fnðmÞ as a function of the mo-
tion parameters m ¼ ½x y h�T can be written

fnðx; y; hÞ ¼ fn þ
ofn

ox
xþ ofn

oy
y þ ofn

oh
h:

Since the linear approximation is only valid for relatively
small x, y and h, we will limit ourselves to small motion
increments.

In terms of registering images f and g, shifting f to the
right by x is equivalent to shifting g to the left by x, or
to the right by �x. Similarly, applying y or h to f is equiv-
alent to applying the opposite motion to g. Using this fact,
we can write a linear approximation for gn using the same
motion parameters as above,

gnðx; y; hÞ ¼ gn �
ogn

ox
x� ogn

oy
y � ogn

oh
h:

Hence, we can model the motion of sn ¼ ðgnð�m=2Þ;
fnðm=2ÞÞ using a linear approximation,

snðx; y; hÞ ¼
gn

fn

� �
þ 1

2

� ogn
ox � ogn

oy � ogn
oh

ofn
ox

ofn
oy

ofn
oh

" # x

y

h

264
375

snðmÞ ¼ sn þ Lnm;

ð3Þ

where sn is ½gn fn�T, and the factor of 1/2 is included in Ln.
As a convention, we use lower-case, bold variables for vec-
tors (e.g., m and s), and upper-case, bold variables for other
matrices (e.g., L).
Each point in the JISP contributes one term of the form
jjsnðmÞ � rnðmÞjj2 to the cost function. For each point snðmÞ
in the JISP, its closest regressor point rnðmÞ falls into one of
three categories: either it is a centre-point regressor, an
endpoint of a line segment regressor, or an interior point
on a line segment regressor (not one of the endpoints).
Really, this boils down to just two different cases, those
where the closest regressor point is a fixed point, and those
where the closest regressor point is an interior point on a
line segment. Since our motion increments are assumed
to be small, we assume that the regressor assigned to a JISP
point does not change during the unscattering phase. Also,
even though a JISP point could move so that its nearest
regressor point changes type (eg. from an interior point
on a line segment to the endpoint of the line segment),
we assume that the motion increments considered within
a single unscattering operation are small enough that these
effects are negligible.

3.2.1. Distance to a fixed point

The derivation here applies to any JISP point for which
its closest regressor point is fixed, including centre-
point regressors, as well as endpoints of line seg-
ment regressors. In these cases, the regressor point closest
to snðmÞ is constant with respect to m, and can be written
rn. Thus, combining (2) and (3), the residual vector for pixel
n can be written

qnðmÞ ¼ sn þ Lnm� rn: ð4Þ
There are likely many JISP points that fall into this cate-
gory. Without loss of generality, assume these points are
numbered 1 to eN . Thus, we have eN versions of (4). Stack-
ing these equations one atop another combines all the
residuals into one long column vector,

q1ðmÞ
..
.

qeN ðmÞ
2664

3775 ¼
L1

..

.

LeN

2664
3775m�

r1 � s1

..

.

reN � seN

2664
3775; ð5Þ

where the matrix containing the L’s has dimensions

2eN � 3, m is a 3� 1 vector, and the other two matrices

are 2eN � 1 column-vectors. We will use this matrix equa-
tion later to find the optimal m.

3.2.2. Distance to a line

For the remaining JISP points, the closest regressor
point is on a line (but not an endpoint). Hence, the distance
to the nearest regressor point is the perpendicular distance
to the line. We will denote these points using indices
n ¼ eN þ 1; . . . ;N . Modeling these points is a bit different
than the points in Section 3.2.1. The most important differ-
ence is that the closest regressor point can move as m

changes. That is, as the point snðmÞ moves, so does its near-
est regressor point rnðmÞ (unless snðmÞ happens to move in
a direction perpendicular to the line).

To model the geometry of the line segment, let an and bn

be any two (distinct) points on the line; the endpoints are a
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natural choice. Denote the unit vector pointing from bn to
an as un. It can easily be shown that the point on the line
closest to snðmÞ is

rnðmÞ ¼ unuT
n ðsnðmÞ � bnÞ þ bn:

Combining this with (2) and rearranging the terms, the
residual can be written

qnðmÞ ¼ ðI� unuT
n ÞsnðmÞ � ðI� unuT

n Þbn; ð6Þ

where I is the 2� 2 identity matrix. The linear operator
ðI� unuT

n Þ is an orthogonal projection which we will denote
Pn. Substituting our linear approximation from (3) into (6)
and simplifying, we get

qnðmÞ ¼ L�nm� Pnðbn � snÞ; ð7Þ

where L�n is simply PnLn. Similar to before, we have a ver-
sion of (7) for n ¼ eN þ 1; . . . ;N . Again, we stack the equa-
tions to construct a single residual vector,

qeNþ1
ðmÞ

..

.

qN ðmÞ

2664
3775 ¼

L�eNþ1

..

.

L�N

2664
3775m�

Pn beNþ1
� seNþ1

� �
..
.

PnðbN � sN Þ

26664
37775: ð8Þ
3.2.3. Computing the optimal motion increment

At this point, we can stack (5) atop (8) to obtain an even
longer residual vector that includes the residuals for all the
JISP points,

q1ðmÞ
..
.

qeN ðmÞ
qeNþ1

ðmÞ

..

.

qN ðmÞ

2666666666664

3777777777775
¼

L1

..

.

LeN
L�eNþ1

..

.

L�N

2666666666664

3777777777775
m�

r1 � s1

..

.

reN � seN
Pn beNþ1

� seNþ1

� �
..
.

Pn bN � sNð Þ

26666666666664

37777777777775
�qðmÞ ¼ Lm� �d:

ð9Þ

Recall that our cost function is

min
m

X
n

jjqnðmÞjj
2
: ð10Þ

Using our stacked equations in (9), we can rewrite (10) as

min
m
jjqðmÞjj2 () min

m
jjLm� djj2: ð11Þ

The only unknown in (11) is m. We can compute the least-
squares solution for m easily from (11) by solving the nor-
mal equations (Golub and Van Loan, 1996),

LT Lm ¼ LT d

m ¼ LT L
� ��1

LT d
ð12Þ

Since LT L is only a 3� 3 matrix, this system is easy to
solve.
3.3. Iterative framework

Our registration process is iterative, continuing until the
relative change in the cost function drops below a given
threshold for two consecutive iterations. The iteration
serves two purposes. First of all, we are using a linear
approximation to the rigid-body transform. We solve the
nonlinear registration problem by solving the linear prob-
lem within a fixed-point iteration framework. This is com-
mon practice (Candocia, 2003; Guimond et al., 2001;
Friston et al., 1995; Mathiak and Posse, 2001).

The second reason for iteration is to allow the interplay
between the regressor positions and point labels to con-
verge. As shown in Fig. 1, the point labeling operation is
performed after every step. Since the modeling procedure
moves the regressors, the labeling of some of the points will
likely change. Also, after the unscattering procedure, the
JISP points will have moved and again some of their labels
will likely change. The idea, of course, is that this dynamic
process will converge when the clusters are as compact as
they can get.
4. Methods and experiments

A prototype for the registration method described here
was implemented in MATLAB (MathWorks Inc., Natick,
Massachusetts). This method was compared to three other
well-known registration methods in two experiments
involving medical images with known displacements.

Our method first remaps the intensities of the two
images so that their intensities fall in the range 0–255. It
then uses the histograms of these two images to adjust a
generic set of three regressors to cater them to the images
in question.

When registering an MR image to an MR image (e.g., a
PD-weighted MR image to a T2-weighted MR image), one
line segment regressor extends from the origin to approxi-
mately (60, 60). A second line segment regressor, approxi-
mately 15 units in length, has a slope of �1 and is centred
at ðg�; f�Þ; we find g� by taking the histogram of g, smooth-
ing it, and extracting the intensity of the dominant peak
(ignoring peaks near intensity zero). We find f� similarly.
A third centre-point regressor is located at ðf�; g�Þ, where
the midpoint of the second regressor line would land if it
were reflected across the line f ¼ g. An example of these
initial regressors is shown in Fig. 4(a).

In the case of registering an MR image to a CT image,
the generic set of initial regressors is slightly different. Let
g� be the maximum taken from a smoothed version of
the histogram of the CT image (again, ignoring peaks near
zero). A line segment regressor stretches from the point
ðg�; 30Þ to ðg�; 250Þ, covering most of the intensity scale
for the MR image. A second line segment regressor goes
from (0,0) to ð15; 2=3 g�Þ. The third regressor is a centre-
point regressor located at ð30; ð255� g�Þ=2Þ. Fig. 4(b)
shows an example of these initial regressors. When register-
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Fig. 4. Sample initial regressors. For reference, the scatter plots for the correctly registered images are also shown.
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ing a CT image to an MR image, we simply reverse the
roles of f and g.

Given the initial set of regressors, the JISP points are
labeled and the iterative process proceeds as in Fig. 1. A
multi-resolution approach was used to speed up conver-
gence, and avoid falling into fine-grained local minima.
The registration method was run to convergence for scales
10%, 20%, 30% and 100% (full resolution). After conver-
gence at one scale, the registration parameters were used
to initialize the next scale. The pre-specified regressors
remained fixed (i.e., the ‘‘modeling” stage was skipped)
for the lowest resolution scale. For all other resolutions,
we allowed the JISP regressors to move and change type
as described in Section 3.1. That is, a line segment regressor
could become a centre-point regressor, and vice versa,
depending on the eccentricity of the point cluster. How-
ever, the number of regressors was held fixed at three
throughout our experiments.

We performed two sets of experiments; the first to test
the method’s accuracy, and the second to test the method’s
robustness to large initial displacements.

4.1. Experiment I

We tested the accuracy of the JISP regressor registration
method on slices from the BrainWeb’s simulated MRI data
using T1-weighted, T2-weighted, and PD-weighted images
at 1 mm resolution (Collins et al., 1998). The images,
shown in Fig. 5, contain 5% noise and 20% intensity
non-uniformity. An elliptical ROI that tightly encircled
the head was used for the registration. We registered each
image to each of the other two images, for a total of six reg-
istration scenarios. To counteract any interpolation-related
effects, we also produced a perturbed set of images by
rotating each of the three BrainWeb images by 1�, and then
translating them by 1.5 pixels in both the horizontal and
vertical directions. The same six registration scenarios were
run, this time registering each of the original (unperturbed)
images to each of the other two perturbed images. The ori-
ginal images are all aligned, so the gold standard registra-
tion transformation is known in all 12 cases, and
deviations from those can be quantified as error.

For comparison, all of the above scenarios were also
registered using normalized mutual information (NMI)
and correlation ratio (CR) cost functions. We used their
implementations in FLIRT (Jenkinson and Smith, 2001),
part of the FSL family of programs developed at Oxford
(Smith et al., 2004). The NMI method was tested using
256 and 64 histogram bins, and all the methods used trilin-
ear interpolation for resampling. Also, a custom schedule
file was developed for 2D rigid-body registration to mimic
the default schedule that FLIRT uses for 3D rigid-body
registration. A schedule file is a way to customize the opti-
mization strategy by specifying aspects such as which
motion parameters to optimize over, candidate starting
values for these parameters, and the way these behave
throughout the multi-resolution search. However, the cus-
tom schedule file was catered to search over a limited range
of rotations (less than 20�). Each of the four registration
methods (JISP, 256-bin NMI, 64-bin NMI, and CR) was
run on all 12 BrainWeb scenarios.

To quantify the accuracy of the registration methods,
the average displacement of each ROI pixel from its cor-
rectly registered position is computed. If T is the target
transform, and eT is the transform estimated by a registra-
tion method, then the composite transform eTT�1 is applied
to displace the ROI pixels. The average distance that each
ROI pixel moves is called the average pixel displacement. A
smaller average pixel displacement means a more accurate
registration, with zero being perfect registration.

4.2. Experiment II

The objective of this experiment is to evaluate the
robustness of the JISP regressor method when the images
are displaced by a relatively large amount. It tests a meth-
od’s ability to converge toward the correct solution, rather
than converge to an incorrect solution. We used three sets



Fig. 5. Corrupted BrainWeb images, containing 5% noise and 20% intensity inhomogeneity.
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of medical images, each containing a T1-weighted MRI, a
T2-weighted MRI, a PD-weighted MRI, and a CT image.
Two of these sets, one of an axial slice through the head
(entitled ‘‘Head”, shown in Fig. 6), and one of a coronal
slice through the torso (entitled ‘‘Torso”, shown in
Fig. 7), were taken from the Visible Human Project
(National Library of Medicine). The third dataset was
another axial head slice taken from the Retrospective
Image Registration Evaluation (RIRE) project (shown in
Fig. 8).

Two different regions of interest were used: a large one
and a small one. The large ROIs are outlined in Figs. 6–
8(a), and the small ROIs are outlined in Figs. 6–8(b).

While the MR images are already registered for these
image sets, the gold standard registration parameters
between the MR images and the CT images are not pre-
cisely known. Instead, we estimated these registration
parameters by manually selecting five corresponding points
in the MR images and the CT images and computed the
registration parameters using least-squares point-matching.
This accuracy is sufficient because this experiment concerns
convergence robustness, not registration precision.

Each image was randomly displaced ten times, each
time choosing a random number for each of the three
Fig. 6. Head
motion parameters ½x; y; h� uniformly from the range
½�20; 20� (pixels or degrees). Then, each of the original
images was registered with the ten displaced images of
each of the other three modalities. For example, in the
Head dataset the T1 image was registered to each of the
ten T2 images, each of the ten PD images, and each of
the ten CT images, for a total of 30 registration pairs.
Each of these 30 registration pairs was used in two regis-
tration scenarios, one using the small ROI, and one using
the large ROI. Thus, for each dataset, 240 registration sce-
narios were run, making a grand total of 720 scenarios
over all three datasets,

4 choices for f � 3 choices for g� 10 g positions

� 2 ROIs� 3 datasets:

To quantify the error of each of the four registration meth-
ods, we again computed the average pixel displacement of
the ROI pixels from their registered positions. We evalu-
ated each method by counting the number of times it con-
verged to the wrong solution. The fewer such divergences,
the better. If the average pixel displacement was greater
than five pixels, then the solution was assumed to have con-
verged to the wrong local optimum.
image set.



Fig. 7. Torso image set.

Fig. 8. RIRE image set.
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5. Results

Fig. 9 shows the progression of the JISP and regressors
while registering the T1 image to the CT image from the
Torso dataset. The initial misregistration was ½x y h� ¼
½�14:4; �0:33; 13:3��. The figure shows the initial regres-
sors, as well as the regressors migrating toward the main
clusters. As the registration progresses, the clusters and
swaths become more defined. Note that the JISPs for
higher-resolution scales contain more points since the
ROI contains more pixels at higher resolutions.

The results from experiment I are shown in Table 1. All
the registration runs for experiment I converged to within
an average pixel displacement of a fraction of a pixel.
Although the results from the individual runs are not
reported here, the JISP regressor method posted the lowest
average pixel displacement in all of the twelve registration
scenarios except for two, where the JISP method placed
second.

Table 2 summarizes the results from experiment II. It
lists the number of failures out of 120 registration trials.
By our definition, registration failure occurs when the aver-
age pixel displacement is greater than 5 pixels.
It is worth noting that the computing time required to
register the images using the JISP regressor method was
comparable to that required to run FLIRT (using trilinear
interpolation). This is despite the fact that the JISP method
was written using MATLAB scripts and functions, whereas
FLIRT was compiled to run natively on the processor.

6. Discussion

The results from experiment I show that the JISP regres-
sor method attained accuracy comparable to NMI and CR.
In fact, the average displacement values are generally lower
for the JISP regressor method, but we hesitate to draw too
broad a conclusion from such a small test set.

For experiment II, success rates using the large ROI
were very good. All methods succeeded in at least 95% of
the cases.

Results were more varied using the small ROI. A smaller
ROI makes the registration problem more challenging
because it is less likely that corresponding anatomy over-
laps in the ROI (not to mention the statistical repercussions
of a smaller population of pixels). The JISP regressor
method had the fewest failures, while the 64-bin NMI
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(d) Final JISP after
84 iterations (full
scale)

Fig. 9. Progression of the JISP registration while registering the T1 image to the CT image from the Torso dataset. (a) shows the initial regressor
configuration and the JISP points corresponding to the low-resolution images (10% scale). (b) shows the state at the end of the 10% resolution stage, just
before the regressors begin to move (51 iterations). (c) shows the state at the end of the 20% stage. The regressors have converged more closely to their
clusters (60 iterations). (d) shows the final state at convergence of the full-resolution stage (84 iterations).

Table 1
Average pixel displacement for the BrainWeb images (averaged over 6
trials each)

JISP NMI (256 bins) NMI (64 bins) CR

Original 0.038 0.424 0.267 0.366
Perturbed 0.044 0.291 0.131 0.132

Table 2
Number of registration failures out of 120 trials

JISP NMI (256 bins) NMI (64 bins) CR

Head (large ROI) 0 0 1 1
Torso (large ROI) 3 6 1 2
RIRE (large ROI) 0 0 0 1
Head (small ROI) 37 68 40 62
Torso (small ROI) 2 14 2 2
RIRE (small ROI) 29 47 34 55

Total (out of 720) 71 135 78 123
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method exhibited similar success rates. The CR method
was less successful than the JISP regressor method and
the 64-bin NMI method. The 256-bin NMI method had
the highest failure rate, likely due to the fact that choosing
more bins tends to decrease the smoothness of the NMI
(and MI) cost function, thereby creating more local
optima. This result emerges despite the fact that the cre-
ators of FLIRT took a number of measures to ensure
smoothness of the cost function and enable robust global
optimization (Jenkinson et al., 2002). One of the design
goals of FLIRT was to implement ‘‘an optimization tech-
nique that combines the speed of local optimization with
the robustness of global optimization” (Jenkinson et al.,
2002).

These experiments demonstrate that the JISP regressor
method is adaptive and customizable. Knowing the
approximate intensities of particular tissues in the two
images can help one to design a set of initial regressors that
can help guide the registration process to the correct solu-
tion, even if the initial misregistration is large. Moreover,
these roughly-chosen regressors quickly snap onto the JISP
clusters, demonstrating the method’s adaptive ability.

In a typical linear-regression situation, one variable is
chosen to be the independent variable, and the other vari-
able is the dependent variable. The regression finds the
optimal fit by minimizing the sum of squared residuals in
the dependent variable, and assumes that the independent
variable is error-free. This assumption is implicit in the
methods that assume a functional relationship between
the image intensities (Roche et al., 1998; Guimond et al.,
2001; Orchard, 2007), where motion parameters are chosen
to optimally match f to g, assuming that g is noise-free.
This is usually not a valid assumption. However, our JISP
regressor method makes no such assumption, and tries to
minimize the sum of squared distances from the regressors,
whichever directions those may be. The advantage of this
approach is that noise in g can be accommodated, and
there is less chance that the noise in g will disrupt the reg-
istration process. One caveat of this feature is that the two
images need to be scaled into roughly equal intensity
ranges. If one image occupies an intensity range that is
much larger than the intensity range of the other, then
the associated residuals will be that much larger, and con-
tribute disproportionately to the cost. As a remedy, all
images are first scaled to the intensity range 0–255.

An interesting side-note of the JISP regressor method is
its possible application to segmentation. Clusters in the
JISP often correspond to tissue classes. After a registration
run, each regressor could be used to define a tissue class,
and each pixel can be classified into a tissue type according
to which regressor its JISP point is closest to (including tis-
sue mixtures, based on how far the JISP point is from each
regressor). This type of segmentation was briefly studied in
conjunction with registration using the Joint Intensity Dis-
tribution (Leventon and Grimson, 1998). However, we
have not investigated this use, and expect there to be sub-
stantial hurdles to overcome.
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One complication with the JISP regressor method is that
the cost is not measured in an absolute sense, but depends
on the regressors being used. Suppose you are asked to sim-
ply compute the cost between two images. You might start
with a set of initial regressors, and iterate until the regres-
sors stop moving (skipping the unscattering step at each
iteration). As the regressors move and converge, the cost
changes and converges. However, if you start with a
slightly different set of initial regressors, the final configura-
tion of regressors might be somewhat different, and yield a
different final cost. Hence, cost should only be measured in
a relative sense, not an absolute sense. Of course, one can
eliminate this problem by simply fixing the regressors.
Then, the absolute cost can be computed without iteration.
However, just like any local optimization method, the only
real handle we have on optimization is the ability to find
local optima, indicated by a zero gradient vector. The JISP
regressor method is the same in this regard, so while chang-
ing the regressors can change the absolute cost, it is actu-
ally the local cost that is being minimized.

7. Conclusion

From the results, it appears that multimodal registration
can be achieved when we minimize the sum of squared
residuals of the JISP points to a small collection of regres-
sors. The JISP regressor method exhibits accuracy and con-
vergence robustness comparable to today’s state-of-the-art
multimodal registration techniques. The method is custom-
izable so that it can easily and intuitively incorporate prior
knowledge about the registration scenario. The method is
adaptive so that it can adjust to novel image combinations,
or recover from inaccurate initialization. While not demon-
strated in our experiments, we are confident that the
method is expandable so that additional image features
can be included in the comparison between images without
an exponential blow-up of memory or processor time.
Finally, the method is symmetric, so that registering f to
g is equivalent to registering g to f.

In principle, this method should work on 3D (volume)
datasets. Furthermore, we see no reason why the degrees
of freedom in the motion transform cannot be higher.
From a computational standpoint, it seems quite feasible
to perform non-rigid registration using this method. There
are two costs associated with increasing the number of
motion parameters. For each iteration, one has to solve
the p � p system of normal equations (12) where p is the
number of motion parameters. For full affine registration,
this would mean solving a 12� 12 system, a modest com-
putational effort by today’s standards. The other cost
comes from the fact that we need to compute the partial
derivatives of f with respect to the motion parameters. This
also needs to be once per iteration. However, since the
method rarely took more than 100 iterations, these costs
are quite reasonable. It is not clear, however, that the same
number of iterations will suffice with more degrees of free-
dom. This is an area of future investigation.
In our experiments, we used images of known modality
with generic sets of initial regressors that were designed for
these modalities. However, what if one of the images is not
an MR image or a CT image? We have experimented with
the normalized min cut method from graph theory (Shi
et al., 2000) to automatically generate an initial set of
regressors. The method can be used to generate a clustering
of the points in the initial JISP, and each cluster can be
assigned a centre-point regressor. If the two images are
close to being in register (i.e., within 5� of rotation, and 5
pixels horizontal and vertical translation), the method
seems to have excellent success at converging to the correct
solution using just four regressors. Other clustering meth-
ods that use the entire histogram of f (but only the pixels
inside the ROI of g) could also be considered in the future.

While this paper presents some of the fundamental the-
ory for using JISP regressors, it barely scratches the surface
when it comes to the different variants one could imple-
ment. For example, when should a line segment regressor
be changed into a centre-point regressor, and vice versa?
Should we allow two line segment regressors to intersect?
If not, then how do we go about breaking them up? Under
what circumstances should we break a line segment regres-
sor into two (or more) centre-point regressors? When
should two nearby regressors be merged into one? Further
analysis of these questions might lead to more sophisti-
cated behaviour rules, and improvement of the method.
In particular, behaviour rules might be catered to what
modalities are being registered.

This paper is not an attempt to prove the statistical
superiority of the JISP regressor registration method, but
rather to report on and demonstrate what we believe to
be a very flexible and promising framework for multimodal
image registration. Further development and testing is
needed to certify this new method as a viable alternative
to other well-established multimodal registration methods.
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