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ABSTRACT: Dental features have been widely used for forensic identification 
purposes. With the large number of cases that need to be investigated by forensic 
odontologists, a move towards computer-aided dental identification systems is 
necessary. We propse an automated scoring and ranking method that can be used 
to augment other text-based methods such as WinID. Given a postmortem (PM) 
radiograph with a marked region of interest (ROI), we search the database of 
antemortem (AM) radiographs to retrieve a closest match. To express the degree of 
similarity/overlap between two radiographs, we use the weighted sum of squared 
differences (SSD) cost function.  The method was tested on a database of 571 
radiographs belonging to 41 distinct individuals.  In 90% of the identification trials, 
our method ranked the correct match in the top 10%. In all trials, the correct match 
was among the top 22%.  These experiments indicate that matching dental records 
using the SSD cost function is a viable method for human dental identification. 
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Introduction 

 Biometric identifiers -- specific physical, physiological and other measurable 
characteristics unique to each individual -- have been widely used as tools in 
forensic identification. Although some biometric identifiers can result in an excellent 
match (e.g. fingerprints and DNA), they are affected by early tissue decay and, as 
such, are not always suitable or appropriate for postmortem identification. Unlike 
many other biometric identifiers, teeth are capable of withstanding extreme 
conditions making them a fitting choice for identification in the cases involving 
advanced decomposition (1).  

Numerous studies have underlined the importance of dental records in 
providing fast, reliable and inexpensive means to human forensic identification (2). 
However, dental identification in the context of mass disaster situations and missing 
person cases can be both time-consuming and cumbersome due to the large 
number of victims. Consequently, in an attempt to automate the process of forensic 
identification, several programs have been developed (WinID, CAPMI, PlassData) 
and widely used. These systems carry out an identification process through a 
comparison of AM and PM data, including fingerprints, dental records, DNA, 
medical details, belongings and physical descriptors. It is important to note that the 
search engine does not directly use the dental radiographs.  Instead, forensic 
odontologists examine the radiographs and for each individual tooth they 
chart/encode morphological features such as dental work, pathology and dental 
restorations, presence/absence of a tooth, presence/absence of restorations and 
other anatomic characteristics. The resulting dental codes along with physical 
descriptors are then considered by a simple, text-based search algorithm. 

Despite their success, currently employed text-based search approaches 
have many limitations. Coding of dental features is done manually, making the 
entire process error-prone. Even a single typographic mistake can limit the search 
engine’s ability to find the correct match. Subjective interpretation of x-rays poses 
another problem as it can result in observational findings that might not necessarily 
be agreed upon by all odontologists. Furthermore, dental codes only capture 
artificial dental work, and ignore characteristics inherent to teeth such as crown and 
root contours. However, due to advances in modern dental practices, future 
generations may experience less dental decay making a shift away from text-based 
approaches an absolute necessity.  

There has been a surge of interest in the automation of dental identification 
methods in the past few years. The first prototype of the Automated Dental 
Identification System (ADIS) was presented in 2003 (3). Shortly after, Jain and 
Chen implemented a semi-automatic method that involves radiograph 
segmentation, pixel classification and contour matching (4, 5). Teeth are matched 
by shape-fitting, and scores are ranked by the distance between the PM and AM 
shapes. Jain and Chen modified the method (6, 7) and moved toward using a pair 
of neighboring teeth as a unit in matching. The modified method was tested on a 
database containing 235 AM radiographs belonging to 25 individuals. Although PM 
images were available for all 25 individuals, only 11 were used in the matching 
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process. The other PM radiographs belonging to the remaining 14 subjects were not 
considered because of unreliable tooth contours (6,7), variation in dental structure, 
and “insufficient number of AM images”. Their results showed that the correct match 
was in the top 95% a total of 8% of the time.  

Although Chen and Jain’s method is promising, it faces several challenges. 
The method proved problematic in cases of blurred images, images depicting tooth 
contours that are partially occluded, and images in which teeth are missing. It is 
difficult to apply their method to situations where differences in the radiographs are 
caused by different x-ray acquisition angles between the AM and PM images. 
Furthermore, the results reported are not a true indication of the method’s efficacy 
in registering AM and PM images. Out of 25 subjects, 14 were excluded from the 
test runs because they represented cases in which the method broke down. 
Additionally, Chen and Jain’s method does not account for gray-level details within 
the tooth. Radiographs are projections, so each pixel represents the average x-ray 
attenuation along an x-ray path.  Hence, the radiographs store information about 
tooth thickness and density, characteristics that are not accounted for by Chen and 
Jain. 

Different approaches that focus on tooth segmentation and classification 
have also been employed. Teeth are segmented from the radiograph and assigned 
an absolute number based on the common numbering system used in dentistry. 
Zhou and Mottaleb used this approach to retrieve AM radiographs that have similar 
tooth contours to a given PM radiograph (8, 9). Radiographs are classified by their 
type (panoramic, periapical and bitewing), and teeth in bitewing images are 
segmented and stored in the database. The method retrieves radiographs from the 
AM database based on the Hausdorff distance measure between the tooth 
contours. However, the work concentrates more on the segmentation and 
classification accuracy of their method rather than on its efficacy in correctly 
matching the PM and AM radiographs. Mottaleb and Mahoor continued working on 
classification and numbering of teeth in bitewing images (10) and reported a 90% 
accuracy of tooth classification.  The reported result is important since efficient 
segmentation and classification of teeth can narrow down the domain of the 
matching process and consequently provide significant speed-ups. Some other 
related work involves the Multi-Resolution Genetic Algorithm (11) as an approach to 
the dental radiograph alignment problem. The method was tested on 52 image 
pairs. However the nature of the tests and the method’s effectiveness in matching 
AM and PM images is unclear. 

In this paper, we propose a computer-aided framework for matching of dental 
radiographs based on a sum of squared differences (SSD) cost criterion. Given a 
PM radiograph with a marked region of interest (ROI) that roughly encompasses a 
tooth, we search the database of AM radiographs to retrieve a closest match with 
respect to the ROI. For each comparison, all possible shifts are checked, and the 
best shift along with the associated error (cost) is recorded. The radiographs in the 
database are then ranked according to their error, with the smallest error indicating 
the best match. The proposed framework could be incorporated into the existing 
automated forensic identification system (i.e. WinID) to improve/speed up the 
process of identification. 
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Theory 

 Image registration is the task of optimally aligning two images of the same 
object.  For our application, consider two x-rays, labeled  and , of the same set 
of teeth.  Suppose that because of acquisition conditions,  is a rotated and shifted 
version of .  The objective is to find the optimal rotation  and shift  to apply 
to  to align it with .  Hence, we seek to minimize some objective function that 
quantifies the difference between  and , where  is a transformed (rotated 
and shifted) version of .  A common objective function (or “cost function”) is the 
sum of squared differences, or SSD, 

, 

where the subscripts index the pixels in the images.  One way to interpret this cost 
function is to move with a candidate rotation and shift, subtract  from it (on a 
pixel-by-pixel basis), and sum up the squares of those differences.  Clearly, if  
and  are identical images, then the cost function returns a value of zero.  If  
and  are slightly misaligned, then the pixel correspondences will be off, and the 
cost function returns a larger value.  Finally, if  and  are grossly misaligned, 
then the cost function will return a very large value.  The idea behind automatic 
image registration is to minimize the cost function by finding the optimal rotation and 
shift. 

As an added complexity,  might be missing teeth that are present in .  
For example, some teeth might have been removed from the victim later in life, or 
become dislodged after death.  Clearly, this will cause a mismatch between  and 

, no matter how they are aligned.  To remedy this situation, we outline an ROI in 
the postmortem image  that contains the tooth (or set of teeth) that we want to 
base our matching on.  Only the pixels inside this ROI are used in computing the 
cost function, so image contents outside the ROI are irrelevant.  We build this 
functionality into our cost function above using a weighting image ,  

 , 

such that w has a value of 1 for pixels that are inside the ROI, and a value of 0 for 
pixels outside the ROI.  Hence, pixels outside the ROI have no effect on the value 
of the cost function. 

Finally, even if  and  are optimally aligned within the ROI, it might be 
necessary to apply a contrast and brightness adjustment to one of them to get their 
pixel values to match.  This situation can arise when one image is saved using 
different pixel bit depths; converting an image that stores pixel values using 16-bit 
integers to an image that stores pixel values using 8-bit integers can easily 
introduce contrast and brightness changes.  Therefore, we alter our cost function 
again to allow for such variations, 

, 

where  is the brightness adjustment, and  is the contrast adjustment factor. 
Now that we have a cost function, the registration task is to find the optimal 

parameters that minimize our cost.  These parameters include the rotation and shift 
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of the transformation  that aligns our images, as well as the contrast and 
brightness adjustment (  and ). 

We have developed an efficient method for optimizing the cost function 
 for small rotation angles.  A straightforward method would be to evaluate 

the cost function for all candidate shifts, a sampling of small rotations, and a 
sampling of possible brightness and contrast adjustments.  This parameter space is 
far too large to perform such an optimization search in a feasible amount of time.  
Instead, we can achieve similar results by taking advantage of some mathematical 
techniques. We omit the details here, and direct the reader to (12) for more 
information. Briefly, the method takes advantage of the Fast Fourier Transform to 
efficiently compute the cost function for all possible pixel shifts.  For each shift, we 
can easily and efficiently compute the optimal brightness and contrast adjustment, 
as well as approximate the optimal rotation.  Placed within an iterative framework, 
the method is especially good at registering images that differ by only a small 
rotation, but a large shift.  This is exactly the scenario we find in the forensic 
identification application presented here. When the two images being considered 
are a true match, the registration procedure typically converges quickly and returns 
a low cost value.  If the images are not a true match, the registration has difficulty 
converging, and/or returns a larger cost value. 

Methods 

 The method described above was implemented in MATLAB (MathWorks Inc., 
Natick, Massachusetts) and tested on a database containing 571 dental 
radiographs belonging to 41 distinct individuals (we also refer to the individuals as 
subjects). Each subject has a dental record consisting of two or more radiographs. 
Here, we define a dental record as a set of radiographs obtained during a single 
visit to the dentist (session). Exactly 21 subjects have multiple dental records.  For 
example, one subject has a record that was obtained in 1979, and subsequent 
records obtained in 1981 and 1985. 

All radiographs were scanned using a backlit scanner at a resolution of 800 
dots per inch, and saved in a JPEG format with a quality factor of 100. The images 
were then scaled down to approximately 225x190 pixels in size.  These images 
constituted the AM database. A total of 125 of the most recent dental radiographs 
belonging to subjects with multiple sessions were treated as PM images. For each 
of the PM radiographs, an ROI was defined that roughly encompassed the tooth 
over which we wanted to perform matching. For some radiographs, more than one 
ROI was defined, resulting in a total of 150 test cases. The PM radiographs were 
not permanently removed from the AM database, but rather excluded from the 
appropriate test case. Each identification trial then consisted of removing one of the 
PM sessions from the database and matching one of its images (with an associated 
ROI) to all the remaining images in the AM database. Some ROIs encompassed 
non-restored teeth. However, due to the nature of the radiographs available to us, 
the number of non-restored teeth used in the experiments was significantly lower 
than the number of restored teeth used.  
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FIG 1 - Radiographs found in our AM database. 
 
 Figure 1 shows some of the AM images in our database. Using our method, 
the PM/ROI image pair was matched against all the other images in the database. 
For all possible shifts, the best brightness and contrast adjustment and rotation 
were computed, and the parameters that yielded the lowest cost are recorded along 
with the associated cost (match score). The radiographs in the database were then 
ranked according to the cost, with the lowest cost indicating the best match. Figure 
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2 shows an overview of the process. A total of 150 identification scenarios were run, 
each using a single ROI in the process of matching.  Figure 3 shows a query image 
with the outlined ROI and the top three radiographs in our sample database ranked 
by the associated cost. 

FIG 2 - Illustration of the identification test run -- PM radiograph with the outlined 
ROI is compared to radiographs in the AM database. 

FIG 3 - A query image with the outlined ROI and the top three radiographs in our 
database ranked by the associated cost. 
 

Results 

 In 93 out of 150 cases (62% of the trials), the correct match was in the top 
1%. The correct match occurred in the top 10% and top 15% in 90% and 97% of the 
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trials, respectively. Table 1 summarizes the test results. The top-ranked radiograph 
was the correct match in 56 out of the 150 cases. In a real-life scenario this means 
that 37% of the time, the first radiograph the forensic odontologist examines will be 
used to correctly identify the deceased individual. Our method’s performance in 
registering 150 PM/ROI image pairs to correct AM images is displayed in Fig. 4 as a 
retrieval performance curve. 
 

 1% 2% 3% 4% 5% 10% 15% 

count 93 100 106 112 117 134 145 

percent 62 67 71 75 78 90 97 

 
TABLE 1 - Summary of results – count identifies the total number of cases for which 
the correct match was ranked in the given top %. 
 

FIG 4 - The retrieval performance curve for the 150 trials – 100% of the time correct 
match is ranked in the top 20%. 
 

Conclusions and Future Work 

 We proposed a computer-aided framework for matching of dental 
radiographs based on a sum of squared differences cost criterion. In our proposed 
framework, the operator would define the ROI by roughly circling the tooth of 



 

Exhaustive matching of dental x-rays 9 

interest on a given postmortem radiograph. Hence, even untrained staff will be able 
to participate in the identification efforts by roughly circling the tooth area. The 
system itself then matches the selected region to radiographs found in the 
antemortem database. It compares, one by one, the ROI to the AM radiographs and 
calculates a cost based on the SSD cost function. The radiographs with the lowest 
costs represent the best matches.  

Our experiments were executed on a typical desktop computer, a Pentium 4 
Processor 2.8Ghz machine with 1G of RAM. The comparison between the two 
images takes approximately 0.5 seconds. In 93 out of 150 cases (62% of the trials), 
the correct match was in the top 1%. In 90% of the identification trials, our method 
ranked the correct match in the top 10%. Our results are promising and show that 
matching dental records using the SSD cost function is a viable method to aid in 
human forensic identification.  

The approach presented here is versatile and can easily be incorporated into 
the existing systems (i.e. WinID) either in a serial or parallel mode. The two 
methods can be run separately in parallel and their identification search results 
combined, or, one approach can be used to pre-filter the database and the other to 
refine the results. We note however, that in order to fulfill the needs of future 
forensic identification systems, a move away from text-based approaches is 
necessary. 
 We are considering several avenues for possible future work. Matching 
within the scope of this work was done over a single tooth (in a single ROI). Since 
several teeth are usually present in a radiograph, and often more than one 
radiograph is available for an individual, we are investigating the use of two or more 
teeth (and eventually two or more radiographs) in the identification process. One 
way of doing this is to perform matching over a single ROI encompassing two or 
more teeth. Another way involves performing two separate sets of matching results 
(one for each tooth), and then combining the results. We are hopeful that using 
multiple ROI's and/or multiple radiographs will give even better results. 
 Currently, our matching method ignores all metadata.  No distinction is made 
between bitewing and periapical x-rays, and no attempt is made to combine 
matching results for different images that belong to an individual.  However, we feel 
that this information could be used to aid the matching process.  For example, it 
makes sense to compare a right lower bitewing only to other right lower bitewing 
images.  The existence of multiple records for an individual can either be used to 
improve the robustness of the matching process (by combining the results from all 
the records), or to speed up the matching process (by excluding known 
redundancies from the database). 
 Our research was limited by several factors that are closely related to the 
quality of data we were able to acquire. The temporal difference between the 
radiographs used in this study is, on average, 3 years. The longest difference 
between the sessions was from 1979 to 1985, and we realize that even this may not 
be representative of the typical forensic identification scenario. Additionally, the 
radiographs available to us depicted a large amount of dental work and very few 
non-restored teeth were available for use as identification scenarios. Since no 
distinction was made between the non-restored and restored cases, comparing and 
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contrasting the results between the two identification scenarios is a possible avenue 
for future work. We are working to further validate our results by obtaining higher 
quality test data and running more experiments involving more than one ROI and 
more than one radiograph. 

The work shown here is intended to aid the process of forensic identification. 
We note however, that definitive dental forensic identification can only be made by a 
forensic odontologist through a point-by-point comparison of a complete set of 
mouth x-rays.  
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