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Summary

Objectives: Determine effects of a limited-enforcement intelligent tutoring system
in dermatopathology on student errors, goals and solution paths. Determine if limited
enforcement in a medical tutoring system inhibits students from learning the optimal
and most efficient solution path. Describe the type of deviations from the optimal
solution path that occur during tutoring, and how these deviations change over time.
Determine if the size of the problem-space (domain scope), has an effect on learning
gains when using a tutor with limited enforcement.
Methods: Analyzed data mined from 44 pathology residents using SlideTutor–—a
Medical Intelligent Tutoring System in Dermatopathology that teaches histopathologic
diagnosis and reporting skills based on commonly used diagnostic algorithms. Two
subdomains were included in the study representing sub-algorithms of different sizes
and complexities. Effects of the tutoring system on student errors, goal states and
solution paths were determined.
Results: Students gradually increase the frequency of steps that match the tutoring
system’s expectation of expert performance. Frequency of errors gradually declines
in all categories of error significance. Student performance frequently differs from
the tutor-defined optimal path. However, as students continue to be tutored, they
approach the optimal solution path. Performance in both subdomains was similar for
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both errors and goal differences. However, the rate at which students progress toward
the optimal solution path differs between the two domains. Tutoring in superficial
perivascular dermatitis, the larger and more complex domain was associated with a
slower rate of approximation towards the optimal solution path.
Conclusions: Students benefit from a limited-enforcement tutoring system that
leverages diagnostic algorithms but does not prevent alternative strategies. Even
with limited enforcement, students converge toward the optimal solution path.
# 2009 Published by Elsevier B.V.
1. Introduction

1.1. Current practices for training in
dermatopathology

Training in dermatopathology poses significant chal-
lenges. Dermatopathology encompasses a very large
number of diagnostic entities, with significant over-
lap. Some areas of the domain (e.g., inflammatory
diseases) require substantial knowledge of ancillary
studies such as immunoflourescence and electron
microscopy; while other areas (e.g., melanocytic
lesions) present difficult diagnostic challenges and
are associated with high error and malpractice liti-
gation rates [1,2]. At present, most training pro-
grams provide only two to three months of
dermatopathology training. Residents and fellows
are trained in the apprenticeship style–—individually
examining cases that come to the service, and then
examining the case a second time with the expert
dermatopathologist over a multi-headed micro-
scope. During this interaction, the expert provides
instruction, guidance and redirection. But trainees
are rarely exposed to a sufficient range of cases to
achieve expertise during this brief interval, even
when they supplement apprenticeship training with
slide study sets and other didactic materials.
Furthermore, new pressures in health care and
pathology are decreasing the time available for
teaching and learning basic skills in dermatopathol-
ogy and sub-specialty areas. The need for training in
new sub-disciplines (for example, molecular diag-
nostics), the pressure to decrease ‘‘turn-around’’
times on cases, and the significant increase in case-
loads and on-service time for attending pathologists
pose a growing barrier to training in dermatopathol-
ogy.

1.2. Need for intelligent medical training
systems

Intelligent medical training systems [3] provide a
method to address the educational challenges of
medical training. In recent years, intelligent med-
ical training systems (IMTSs) have been developed in
a wide range of domains [4—9]. Like traditional
computer-based learning, IMTS can represent a
much greater range of cases and are thus not bound
by place and time [10]. But IMTS also have signifi-
cant advantages over traditional computer-based
learning. For example, IMTS that provide immediate
feedback can simulate the normal apprenticeship
experience [3]. An IMTS that dynamically builds a
student model [11] can support case selection that
adapts to student mastery, maximizing time spent
on cases that have the highest learning value to
individual students.

We have developed an IMTS in dermatopathology
[6] that builds on the cognitive tutoring system
formalism [12,13]. In non-medical domains, stu-
dents working with a cognitive tutoring system
consistently achieve higher performance than
those who are trained in a traditional classroom
setting alone [14]. Cognitive tutoring systems act as
performance trainers. The system requires stu-
dents to perform some or all of the intermediate
steps in solving a problem, and then provides
immediate feedback on these intermediate steps
by comparing the action to the system’s internal
model of an expert problem solver. Intermediate
steps may include reasoning and inference aspects
of problem solving and decision-making (such as
identifying evidence or making a hypothesis), as
well as procedural actions (such as measuring a
tumor, or reporting on a prognostic factor). When
students make errors, the system provides explana-
tions of the errors, and when students are lost, the
system can tell them the next step to take. A key
advantage of this type of system is that the student
is made immediately aware of errors in intermedi-
ate cognitive steps and does not flounder along non-
productive solution paths. However, a disadvantage
is that the student must follow an explicit model of
reasoning.

1.3. Flexibility vs. enforcement–—a
fundamental tradeoff

The strategy of providing immediate feedback in
cognitive tutors has been controversial. On the one
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hand, there is strong evidence that students reach
mastery level quickly when using directive systems
that provide immediate feedback [15]. While work-
ing with an intelligent tutoring system that taught
LISP programming, Corbett and Anderson assessed
the effect of four feedback conditions including: (a)
immediate feedback and immediate error correc-
tion; (b) immediate error flagging and student con-
trol of error correction; (c) feedback on demand and
student control of error correction; and (d) no tutor
step-by-step problem-solving support. The study
showed that students in the immediate feedback
group (with the greatest tutor control over problem
solving) experienced the most efficient learning.
Students who received immediate feedback com-
pleted the problems fastest, and the three groups
who received some level of feedback support per-
formed better on assessment tests than the group
that did not receive feedback [15]. On the other
hand, there has been continued concern that
immediate feedback can be associated with impor-
tant negative effects. Cognitive processes in the
performance of complex tasks may be disrupted
by immediate feedback [16—20]. Critics of immedi-
ate feedback have suggested that the rigid one-to-
one action-feedback cycle prevents students from
learning themetacognitive skills needed to evaluate
their own problem solving and sense when they are
making errors [21,22]. In effect, students may
become overly dependent on the immediate feed-
back, such that they are unable to generate an
internal sense of their progress towards a correct
answer.

Another style of tutoring approaches student
mentoring in a different way. Constraint-Based
Tutoring Systems (CBTSs) give the student a great
deal of flexibility during problem solving. Con-
straint-based tutors are based on a theory of learn-
ing from performance errors [23,24] which consists
of two phases: (a) error recognition and (b) error
correction. When using a constraint-based tutor,
students are free to perform whatever actions they
wish until they make an error. The system deter-
mines if the student is fulfilling all the general
principles of the domain; if so, the system does
not interrupt students with feedback but permits
them to continue their current path. In this case,
students are not required to follow the path taken
by the expert. Constraint-based modeling does not
impose any particular strategy since it evaluates the
current state of problem solving instead of the
specific action of the student. However, an inherent
limitation of CBTS is that it is typically not possible
to prompt the student towards the next-best-step,
because CBTS do not model the entire problem-
solving process.
1.4. What do human tutors do that is so
effective?

The tradeoff between flexibility and enforcement is
a fundamental issue in human tutoring as well. A
number of studies have documented the effective-
ness of human tutors [25—27] and suggest that this
effectiveness results from simultaneously promot-
ing increasing autonomy while providing guidance
that prevents frustration and confusion [28]. Tech-
niques used in human training include (1) offering
guided learning by doing; (2) providing indirect
rather than explicit feedback; (3) basing feedback
content and timing on error complexity [28]; and (4)
fading support [29].

Guided learning by doing is an effective techni-
que in one-on-one teacher—student interaction,
in which students are encouraged to attempt a
problem on their own before the teacher offers
guidance. There are significant benefits to letting
students encounter obstacles, work around them,
and realize what worked and did not work. However,
allowing students to learn by doing without gui-
dance may result in frustration, confusion and
development of poor problem-solving strategies.
Human tutors follow student solutions closely and
redirect students when they encounter impasses by
drawing attention to the error and giving students
the opportunity to solve the problem again rather
than giving explicit corrective feedback [28].

Another efficient human tutoring technique is
providing indirect rather than explicit feedback.
The use of subtle cues to guide and support a student
produces improved performance, enhances confi-
dence and sense of accomplishment and maximizes
the motivation to learn [28]. Students seem to solve
more difficult problems with an indirect tutoring
style than they do with explicit feedback [27].

Basing the content and timing of feedback on the
complexity of the error is another effective human
tutoring strategy. Merrill et al. found that human
tutors modulate intervention on the potential learn-
ing consequences of errors [30]. Littman et al. found
that human tutors first address errors that reflect a
poor understanding of material and errors that mask
other errors, and then address less consequential
errors [31].

Finally, coaching students as they practice a skill
and gradually withdrawing feedback (fading the
scaffolding) as proficiency increases has also been
shown to be a highly effective teaching strategy
[29].

Human tutors balance the disparate goals of
encouraging autonomy and enforcing correct solu-
tions by adjusting both components to the needs of
the particular student. But tutoring systems are
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naturally more rigid than human teachers. Can a
limited-enforcement tutoring system still provide
sufficient guidance to move students towards opti-
mum solution paths? We mined data of students
using a limited-enforcement tutor in dermato-
pathology to answer this question.

1.5. Limited-enforcement tutoring

An important variable in any training system is the
degree to which the system enforces specific
sequences of actions and student strategies. A cog-
nitive-based tutoring system is usually a high-enfor-
cement tutoring system that significantly limits the
number of acceptable actions at any step, and
drives students toward specific sequences of
actions. In part, this is because the cost of modeling
many strategies is very high. A constraint-based
tutoring system is nearly free of enforcement
because it allows students to pursue their own
problem-solving path. Between these two ends of
the spectrum is a limited-enforcement tutoring
system that accepts a wider variety of sequences,
and thus accommodates many different student
strategies. Much like human tutors, a limited-enfor-
cement tutoring system allows students to pursue
their own solution strategy, while closely monitoring
them and intervenes only when they veer too far off
a valid solution path. This technique enhances
learning by allowing the student to learn from mak-
ingmistakes while at the same time beingmonitored
and guided by an expert.

Medical education in dermatopathology is an
example of a complex domain where the balance
between enforcement and flexibility is critical.
Novices who lack experience in a domain need direc-
tion to quickly learn visual identification skills, and
properly apply existing diagnostic algorithms. At the
same time, the tutoring system must not prevent
perfectly acceptable solution paths that do not
exactly match the expert model. Failure to accept
other orders and strategies in reasoning can produce
user resistance and may inadvertently suppress
effective alternative problem-solving strategies.

2. Research questions

2.1. Does limited enforcement prevent
students from learning the optimum
solution path?

Evidence from studies of human tutoring suggests
that flexibility in evaluating student actions may be
a key component to the success of human tutoring
[28]. One obvious reason for concern regarding
flexibility is that the student may not learn the
optimal solution path at all. This outcome has a
disadvantage in medical training systems that
attempt to move students towards normative and
efficient performance. One objective of this
research is to determine if flexibility in accepting
variations in solution paths inhibits learning the
optimal solution path.

2.2. What kinds of deviations from the
optimum solution path are observed, and
how do they change over time?

Because cognitive tutors are capable of determining
the most appropriate next step for any given pro-
blem-state, it is possible to measure the degree to
which every student action differs from the
expected intermediate step. Differences will
include both cognitive errors and differences in
goals between the student and the system. Taken
together, they provide a measure of how close off-
path student actions are to the optimum reasoning
path. A second objective of this research is to
determine the frequency and distribution of errors
and goal differences when using a limited-enforce-
ment tutoring system.

2.3. What is the effect of problem-space
size (domain scope) on learning when
using limited enforcement?

When human tutors use an indirect tutoring style
instead of explicit feedback, students seem to be
able to solve more difficult problems [27]. One
potential disadvantage of tutoring systems that do
not rigidly enforce specific actions is that they may
not scale well to larger domains where efficiency
becomes the rate-limiting factor. The final objective
of this study is to determine whether such a limited-
enforcement style is associated with increased
errors and goal differences in larger domains.

3. Methods

3.1. SlideTutor system

SlideTutor is an Intelligent Medical Training System
in Dermatopathology that teaches histopathologic
diagnosis and reporting skills. Currently, the system
has been instantiated for two areas of dermato-
pathology–—inflammatory diseases and melanocytic
lesions. SlideTutor is a client-server application in
which students examine virtual slides using various
magnifications, identify visual features, specify
qualities of these features, make hypotheses and
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diagnoses, and write pathology reports. As a student
works through a case, SlideTutor provides feedback
including error analysis and confirmation of correct
actions. At any time during the solution path, stu-
dents may request hints. Hints are context-specific
to the current problem-state, and provide increas-
ingly more targeted advice based on a system-gen-
erated ‘best-next-step’. In order to distinguish
correct from intermediate steps, categorize errors,
and provide hints, SlideTutor maintains a cognitive
model of diagnosis using a Dynamic Solution Graph
(DSG) and a set of ontologies that represent rela-
tionships between diagnoses and pathologic find-
ings. SlideTutor contains a pedagogic model that
describes the appropriate interventions for specific
errors and maintains a probabilistic model of stu-
dent performance that is used to adapt instruction
based on the student model [11]. SlideTutor uses a
variety of interfaces including a diagrammatic inter-
face for reifying diagnostic reasoning, and a natural
language interface that interprets and evaluates
diagnostic reports written by students [32]. For this
study, we limited our data analysis to the diagnostic
component of the tutoring system.

3.1.1. SlideTutor architecture
The architecture of SlideTutor has been previously
described [6]. We provide here only a brief intro-
duction to the system as it pertains to the current
work.

Student actions during intermediate problem-
solving steps are tested against an expert model
(Fig. 1). The expert model consists of a domain
model, domain task, case data, and problem-solving
methods (PSMs). The domain model defines the
relationship between evidence, or feature sets,
and disease entities. Within the model, disease
entities are associated with a set of features, and
feature attribute value sets such as location and
Figure 1 SlideTutor architecture. (Reprinted from [6
quantity that further refine each feature. The
domain task represents a variety of cognitive goals
implicit in the classification problem-solving process
including identifying a feature; specifying an absent
feature; refining a feature by designating an attri-
bute such as location or quantity; asserting hypoth-
eses and diagnoses; asserting a supporting
relationship connecting a feature to a hypothesis;
asserting a refuting relationship between a feature
and a hypothesis; and specifying that a feature
distinguishes a hypothesis from a competing hypoth-
esis. The case data is a representation of the name,
location, and attributes of the features present in
each case. The problem-solving methods of the
expert model utilize all components of the expert
model to create a Dynamic Solution Graph (DSG)
that models the current problem-space and valid-
next-steps for case solution. At every point in every
student’s problem solving, the DSG maintains a
context-specific ‘best-next-step’, which is used as
advice if the student requests a hint.

The instructional model is composed of a peda-
gogic model, pedagogic tasks, student model data,
and problem-solving methods. The primary objec-
tive of the instructional model is to respond to
requests for help from the student and to intervene
by triggering alerts when the student has made an
error. The pedagogic knowledge base contains the
declarative knowledge of responses to students’
errors and requests for help. Hints are based on a
hint priority based on the state of the problem at the
time the student requests help. Hints also have
levels of specificity; initially hints offer general
guidance. As the student continues to seek help,
the hints become more specific and directive. The
pedagogic task contains information related to the
system’s model of how to help specific students
related to the problem-state and the current state
of the student model [11]. The problem-solving
], Copyright (2006), with permission from Elsevier.)
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methods of the instructional model are used to
match the student actions to the help categories
in the pedagogic model in order to determine how
the system should intervene.

3.1.2. Dynamic Solution Graph
SlideTutor’s Dynamic Solution Graph (DSG) is a direc-
ted acyclic graph that models the current problem-
space, all valid-next-steps, specifies the best-next-
step, and is updated with each student action. The
initial DSG at the beginning of each problem is
generated using knowledge derived from the
domain, task, and case models of the expert model
described above. After each student action, the
graph structure is updated; therefore, the DSG
dynamically and continually assesses the current
problem-space and regenerates all valid-next-steps
and the best-next-step. Based on the student
action, the DSG will change by adding new nodes
and arcs, or deleting existing nodes and arcs, repre-
senting all changes in the state of the problem, and
the next set of valid-next-steps (goals). Student
actions that match any valid-next-step in the DSG
result in propagating changes within the graph to
produce the next problem-state specific to the case
and student. Student actions that do not match any
valid-next-step in the DSG are handled by the
instructional layer and result in context-specific
remediation including visual and textual explana-
tions. In these cases, the DSG does not advance. The
DSG also has an evidence cluster node used to
express an integrated relation between features
and hypotheses. As the student further refines case
features, the evidence cluster will point to fewer
and fewer hypothesis nodes, reflecting a more
refined disease set and a more precise diagnosis.
The dynamic nature of the graph enables the system
to reason with the student. Sequential DSG states
define the student’s path through the problem-
space and provide information about the reasoning
technique that the student is using.

3.1.3. Best-next-step derivation
As the student progresses through the case, the DSG
is updated reflecting all valid-next-steps, one of
which is designated as the best-next-step. The
best-next-step is context-specific to the current
problem-state and pedagogic model. For an error-
free current problem-state, the best-next-step is
determined based on the pedagogic model strategic
settings. The strategy for novice users supports
forward reasoning from (1) slide exploration, to
(2) all feature identification and refinement moving
from low to high microscope zoom level, to (3)
triggering hypotheses that are consistent with any
identified feature, to and (4) making a final diag-
nosis that is consistent with all correctly identified
features.

3.2. Student—system interaction data

3.2.1. Data capture
Data from all student actions in the SlideTutor sys-
tem are capturedwith the system’s response to each
student action in an Oracle database for later ana-
lysis [33]. During the tutoring session, students per-
form various actions to complete problem-solving
goals, including visual feature identification where
the student identifies present and absent features
associated with the case; feature refinement or
attribute value identification where the student
specifies an attribute of a feature such as the quan-
tity of eosinophilic dermal inflammatory infiltrate as
‘moderate’ or the location of a blister as ‘sub-
epidermal’; hypothesis generation where the stu-
dent triggers a hypothesis for the case; and hypoth-
esis evaluation where the student specifies one or
more acceptable diagnoses for the case. Specific
student actions (e.g., ‘‘Blister’’) and their corre-
sponding goal class (e.g., ‘‘Feature Identification’’)
are saved by the system. For each student action,
the system response (confirm, failure, or hint) is also
saved. ‘Confirm’ indicates that the student action
corresponds to a valid-next-step. ‘Failure’ indicates
that the student action does not correspond to a
valid-next-step, in which case the system also stores
the reason for the error based on its categorization
of each student error. ‘Hint’ indicates that the tutor
responded to a student request for help, in which
case the system also stores the content of the hint
that the system provides. Table 1 shows a highly
simplified example of student—system interaction
data from one student. The hint request was not
numbered in order to coordinate action numbers in
Table 1 with step numbers in Fig. 2 (reference
Section 3.2.2 for further explanation).

3.2.2. Tutoring session data
The interaction of the student and system can be
characterized as a sequence of actions that overlap
when the student performs the best-next-step, and
deviate when the student does not perform the
best-next-step. In Fig. 2, we represent the events
in Table 1 as two partially overlapping sequences of
student and system actions. The hint request shown
in Table 1 is not reflected in Fig. 2 since we do not
include hint actions in our analysis. In Table 1, the
hint request was not numbered as a step since we do
not include hints in our analysis. The top row of
Fig. 2 shows the student actions that are not the
best-next-step; the bottom row shows the system-
generated best-next-steps that the student did not
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perform; and the middle row depicts actions where
the student and the best-next-step match. Because
the tutor takes into account information based on
the current problem-state, each deviation (shown
as steps in the sequence where icons are present in
the top and bottom rows) can be considered to be
independent of all others in the sequence. For
example, if the student has previously identified a
feature in a different order than the tutor-defined
optimal path, then the best-next-step produced by
the system will relate to the feature just identified
as opposed to the feature that was the previous
best-next-step.

3.2.3. SlideTutor as a limited-enforcement
tutor
SlideTutor is a limited-enforcement tutor in that it
does not force the student to solve the case by
traversing the system defined optimal solution path.
The tutoring system permits the student to solve the
case by performing goals in any order as long as the
items identified are applicable to the case. Operat-
ing much like a human tutor, SlideTutor monitors
student actions and intervenes only when the stu-
dent action results in an action inappropriate for the
case. Step 2 in Fig. 2 is an example where the
student performed an action (identifying a feature
of mucin) that was not the best-next-step, but was
acceptable in this case. SlideTutor permitted the
student to continue this solution path even though it
did not correspond to the optimal solution path.
Steps 5 (identifying the location of eosinophilic
infiltrate as epidermal) and 7 (specifying a hypoth-
esis of acute burn) are examples of student actions
that were incorrect for the case. For these actions,
SlideTutor intervened by displaying an error mes-
sage explaining what the student did wrong.

3.3. Data analysis

3.3.1. Domains, cases and subjects
We analyzed student—system interaction events
from 44 pathology residents solving dermatopathol-
ogy cases using SlideTutor (Table 2). Students repre-
sented the entire spectrum of post-graduate
training, and included individuals who had pre-
viously completed a dermatopathology rotation,
as well as those who did not. The data includes
tutoring sessions performed for two different
experimental studies [34,35], which demonstrated
significant learning gains from pre-test to post-test.
All tutoring sessions were conducted using the iden-
tical tutoring approach (e.g., immediate feedback).
The only significant difference between the two
groups was the cases and domain knowledge used
in the tutoring session.
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Table 2 Demographic characteristics of students.

Number of students

Sub-epidermal Superficial
perivascular

Total

Student characteristics
Post-graduate year
First 6 9 15
Second 7 7 14
Third 5 3 8
Fourth 2 3 5
Fifth 1 1 2

Previous dermatopathology rotation
Yes 10 11 21
No 11 12 23

Total 21 23 44

Figure 2 Sequences of student and system actions.
In the first group (N = 21), tutoring sessions
includedcases from the sub-epidermal blisteringder-
matitis diagnostic algorithm, which models the rela-
tionshipsamong33diseases,23visualfeatures,and31
attribute-value pairs. Twenty cases were used in a
fixedsequenceduringthetutoringsession(4.5 hours),
and students who completed the entire set were
askedtorepeattheentire loopuntil therequiredtime
on task had elapsed. The first group of subjects saw
a set of cases during tutoring that representeda large
percentage of the entire subdomain studied.

In the second group (N = 23), tutoring sessions
included cases from the superficial perivascular
dermatitis diagnostic algorithm, which model the
relationships among 74 diseases, 52 visual features,
and 66 attribute-value pairs. Fifteen cases were
used in a fixed sequence during the tutoring session
(2.25 hours), and students who completed the
entire set were asked to repeat the entire loop until
the required time on task had elapsed. The second
group of subjects saw a set of cases during tutoring
that represented a small percentage of the entire
subdomain studied.

Characteristics of the datasets are shown in
Table 3. A total of 16,431 student actions were
analyzed, including 9873 student actions from tutor-
ing sessions using the smaller sub-epidermal blister
dermatitides diagnostic algorithm and 6558 student
actions from tutoring sessions using a much larger
superficial perivascular dermatitides diagnostic algo-
rithm.

3.3.2. Analysis of student actions
To determine the relative frequency of optimum
best-next-steps in contrast to other student actions,
we classified student actions into four categories:
(a) hint-driven, (b) correct best-next-step (BNS), (c)
correct but not BNS (Correct-not-BNS), and (d)
error. Table 4 provides an example of each classifi-
cation based on the student actions in Table 1. Fig. 2
shows a sequence of seven student actions and their
classifications.

We determined total counts and frequencies (%)
of each category for each problem solved by each
student and then plottedmeans for all students over
time (Fig. 4). Data for the two different domains
were analyzed separately. For graphs depicting
means of each action category over time, we limited
our analysis to the first time that a problem was
solved (see Section 3.3.1 for discussion on problem
solution sequence).



Table 4 Student action categories, definitions and examples.

Category Definition Example

Hint-driven Student requested a hint immediately
prior to performing this step

Student pressed the ‘‘Hint’’ button on the tutor
interface to request a hint, such that the subsequent
step (step 3 in Fig. 2) is designated as Hint-driven.
Hint-driven steps are not considered in error or goal
analyses (see Sections 3.3.3 and 3.3.4 for explanation)

Errors Student action is evaluated by tutor
to be incorrect

Student identified a hypothesis of Acute Burn but this
hypothesis was not applicable for this case
(steps 5 and 7 in Fig. 2)

Correct-not-BNS Student action is acceptable, but the
action did not correspond to the
system-generated best-next-step

Student identified Mucin as absent when the
system-generated best-next-step was to identify an
attribute value of location: sub-epidermal for the
blister feature (step 2 in Fig. 2)

Correct-BNS Student action corresponded to the
system-generated best-next-step

Student identified Blister which matched the
system-generated best-next-step (steps 1, 4 and
6 in Fig. 2)

Table 3 Dataset characteristics.

Sub-epidermal Superficial perivascular

Number of participants 21 23
Total problems solved 498 287
Mean problems solved 23.7 12.5
Total user hours 94.5 51.75

Total number of actions 9873 6558
Hint-driven 2822 (28.6%) 1602 (24.4%)
Correct-BNS 3366 (34.1%) 1810 (27.6%)
Correct-not-BNS 613 (6.2%) 958 (14.6%)
Errors 3072 (31.1%) 2188 (33.3%)

Total number of actions divided by total number of goals 1.56 1.79
3.3.3. Analysis of errors
Student actions classified as errors in Section 3.3.2
were further classified based on the tutor
response. Errors are actions performed by the
student that are incorrect or inappropriate for
the case. Student actions that are appropriate
for the case but are not designated by the tutor
as the BNS are not considered errors. SlideTutor
identifies 25 different general classes of errors
based on its pedagogic knowledge base [6]. These
include errors of identification of present and
absent features, feature refinement, hypothesis
triggering, hypothesis evaluation and problem
completion (Table 5). Two of these errors (I12
and T3) are only applicable to the superficial peri-
vascular domain. Fig. 2 shows examples of two
different errors in steps 5 and 7.

We determined counts of each error and frequen-
cies as a percentage of each goal and across all
errors. It is important to note that the distribution of
goal errors (e.g., feature identification, feature
refinement, hypothesis triggering, etc.) is impacted
by the total distribution of goals, which is finite and
known in advance for each case.

For each error, we then plotted means for all
students over time (defined by the problem
sequence). Data for the two different domains were
analyzed separately (Figs. 5—9). For graphs depict-
ing means of each error over time, we limited our
analysis to the first time that a problem was solved
(see Section 3.3.1 for discussion on problem solution
sequence).

3.3.4. Analysis of goal differences
Student actions classified as Correct-not-BNS in Sec-
tion 3.3.2 were further classified based on the
difference between the goal that the student is
trying to complete and the goal that the tutor
considers to be the BNS. The goal difference defines
a second dimension for determining where student
actions do not correspond with the optimum solu-
tion path. Two kinds of differences can be distin-
guished:
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Table 5 Tutor errors by type and frequency.

Process Count and frequency of total
errors

Error code Error type description Frequency of error types

Sub-epidermal Superficial
perivascular

Sub-epidermal Superficial perivascular

Count %of
process

% All
errors

Countz %of
process

% All
errors

Feature
identification

957 (31.2%) 919 (42.0%) I1 Identified feature not
present

555 58.0% 18.1% 801 87.2% 36.6%

I2 Identified feature exists
elsewhere

373 39.0% 12.1% 73 7.9% 3.3%

I3 Identified feature exists
elsewhere, but second
feature present in this
location has been missed

0 0

I4 Identified feature is
explicitly absent

8 0.8% 0.3% 0

I5 Identified feature not
present in this case, but
can be present for one or
more hypotheses under
consideration (including
correct)

21 2.2% 0.7% 3 0.3% 0.1%

I12 Identified feature is
present but is not
important to current
algorithm

N/A N/A N/A 42 4.6% 1.9%

Absent feature
identification

37 (1.2%) 4 (0.2%) I6 Feature identified as
absent is present in
location currently under
consideration

10 27.0% 0.3% 1 25.0% 0.0%

I7 Feature identified as
absent is explicitly
present in location not
matching viewer
coordinates

4 10.8% 0.1% 0 0.0% 0.0%

I8 Feature identified as
absent but not important
to note

0 0
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I9 Magnification used by
student is too low to
identify absence of
feature

0 0

I10 Magnification used by
student is too low to
identify feature

0 0

I11 Absent Feature
identified is not
important

23 62.2% 0.7% 3 75.0% 0.1%

Feature refinement
(attribute value
identification)

1301 (42.4%) 677 (30.9%) S1 Identified attribute
is never a goal for this
feature in any case

0 0.0% 0.0% 8 1.2% 0.4%

S2 Identified attribute is
not a goal for this
feature in the current
case

415 31.9% 13.5% 312 46.1% 14.3%

S3 Identified attribute is
correct, but identified
value is incorrect

886 68.1% 28.8% 349 51.6% 16.0%

S4 Identified attribute
value is within range
acceptable for a
hypothesis under
consideration but the
value is incorrect in this
case (used for backwards
reasoning)

0 0

S5 Identified attribute value
is within range acceptable
for a hypothesis not yet
under consideration but
the value is incorrect in
this case (used for
forwards reasoning)

0 0

S6 Another value for the
attribute has already been
identified for this feature

0 0.0% 0.0% 8 1.2% 0.4%

Hypothesis
specification
(triggering)

466 (15.2%) 343 (15.7%) T1 No feature has been
identified to support
asserted hypothesis

1 0.2% 0.0% 176 51.0% 8.0%
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Table 5 (Continued )

Process Count and frequency of total
errors

Error code Error type description Frequency of error types

Sub-epidermal Superficial
perivascular

Sub-epidermal Superficial perivascular

Count %of
process

% All
errors

Countz %of
process

% All
errors

T2 Asserted hypothesis fits
with some features that
have been identified but
not others

465 99.8% 15.1% 110 32.1% 5.0%

T3 Asserted hypothesis is not
supported by any current
features for current
algorithm, but is
supported in another
algorithm

N/A N/A N/A 58 16.9% 2.7%

Hypothesis
evaluation

95 (3.1%) 74 (3.4%) E10 Diagnosis fits with some
features that have been
identified but not other
features that have
been identified

95 100.0% 3.1% 74 100.0% 3.4%

E11 Diagnosis now inconsistent
with identified feature
because new feature added

0 0

E12 Diagnosis now inconsistent
with identified feature
because new attribute-
value pairs of feature added

0 0

Problem
completion

216 (7.0%) 171 (7.8%) C1 Student indicates problem
done before all required
subtasks are completed

216 100.0% 7.0% 171 100.0% 7.8%

Errors in bold text are the errors that occurred during the tutoring session. Errors in regular text did not occur during the tutoring session.
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Table 6a Goal state differences with assigned weights.

Tutor best-next-step Student action

Feature
level 1

Feature
level 2

Feature
level 3

Feature
level 4

Feature
level 5 and
greater

Feature
attribute value
level 1-4

Feature attribute
value level 5 and
greater

Hypothesis
specification

Hypothesis
evaluation

Problem
completion

Feature level 1 0 1 2 3 4 10 10 6 7 8
Feature level 2 1 0 1 2 3 10 10 5 6 7
Feature level 3 2 1 0 1 2 10 10 4 5 6
Feature level 4 3 2 1 0 1 10 10 3 4 5
Feature level 5
and greater

4 3 2 1 0 10 10 2 3 4

Feature attribute
value levels 1—4

1.5 1.5 1.5 1.5 1.5 0 1 2 2 2

Feature attribute
value levels 5
and greater

1.5 1.5 1.5 1.5 1.5 1 1 2 2 2

Hypothesis
specification

10 10 10 10 10 10 10 0 2 3

Hypothesis
evaluation

10 10 10 10 10 10 10 10 0 2

Problem
completion

10 10 10 10 10 10 10 10 10 0
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Table 6b Error categories with assigned weights.

Weight Error category Error types
(see Table 5)

0 No error at goal
(corresponds to
Correct)

Correct-not-BNS

1 Error with limited
overall significance

I6, I11, I12, S3, T2

2 Error with
indeterminate
overall significance

I2, I5, I7, S2, S6

3 Error with high
overall significance

I1, I4, S1, T1, E10, C1
1. When the goal type that the student is complet-
ing is the same as the goal type of the BNS, then
differences between the student and the tutor
are related to a different ordering of goals. The
student may search for visual features in a dif-
ferent order than the diagnostic algorithm sug-
gests. For example, the student may identify a
blister, an absent feature of mucin, and then
identify a feature of eosinophil inflammatory
infiltrate. The optimal sequence designated by
the tutor is to identify a blister, followed by
identifying the eosinophil inflammatory infiltrate
and then the absent feature mucin. The student
is identifying features in a different order than
the system-designated optimal sequence.

2. When the type of goal that the student is com-
pleting is different than the goal type of the BNS
(see steps 2 and 7 in Fig. 2), then differences
between student and tutor are related to either
(a) step-skipping, or (b) strategy differences. For
example, in step 2 of Fig. 2, the student identi-
fies an absent feature, but the tutor considers
refinement of the previous feature (blister) to be
the BNS. This is an example of step-skipping of
the previous feature refinement, which is a com-
mon behavior especially as students become
more adept at visual diagnosis. In some cases,
goal type differences represent distinctly differ-
ent strategies that the student is using compared
to the strategy the tutor considers optimal. For
example, students may assert hypotheses first
and then find supportive features (backwards
reasoning). Although the tutor permits backward
and forward reasoning, the BNS for a novice will
favor forward reasoning. In some cases, it can be
very difficult to determine whether a given
sequence represents step-skipping vs. a different
strategy.

We determined counts and frequencies of each
category of goal differences using a goal matrix
(Table 6a). Data for the two different domains were
analyzed separately.

3.3.5. Analysis of solution path
For each case solved, we generated an entire pro-
blem-solving trace based on the degree to which the
student’s solution deviated from the optimal solu-
tion path defined by the tutoring system. The trace
represented a sum of the deviations at each step in
which the student did not perform the optimum
action (BNS). For example, in Fig. 2, there are three
deviations at steps 2, 5 and 7. For each step in which
the student action deviates from the BNS, two
dimensions were considered: (1) goal differences,
and (2) errors. Thus, any deviating action repre-
sented (1) an error (step 5), (2) a difference in goal
(step 2), or (3) both an error and a difference in goal
(step 7).

Counts and frequencies alone do not adequately
describe the overlap of a particular student’s solu-
tion against the optimum solution path, because
errors and differences in goal states have different
meanings and may vary in how far they take the
student from the optimum path. Therefore, we
assigned weights for each category of error and goal
difference based on our assessment of the degree to
which they differ from the system-generated best-
next-step. Tables 6a and 6b show goal differences
and the weights assigned for errors.

Errors were classified into four general categories
of significance, based on the degree to which the
error impacts subsequent reasoning steps (Table 6b).
We assign a weight of 0 to actions that were Correct-
not-BNS. Errors ofminimal significanceareassigneda
weight of 1. For example, error I12 indicates that the
student has identified a feature that is present but
not important to the diagnostic algorithm (Table 5).
This inefficiencymay slow the student down, but will
not have propagating effects on subsequent reason-
ing. Errors of high significance are assigned a weight
of 3. For example, error I4 indicates that the student
has identified a feature as present that is explicitly
absent in the case. Because the student has confused
the identified finding with some other finding, this
error is likely to affect the hypotheses that can be
reached in the present case, and is also likely to
impede problem solving in other cases that contain
this feature. Errors of indeterminate significance are
assigned a weight of 2. For these errors, it is difficult
for us to properly assign credit or blame to a specific
action. For example, error I2 indicates that the
student identified a feature which is not present in
the current view, but can be seen elsewhere on the
virtual slide. We are uncertain as to whether the
student’s behavior indicates a perceptual problem,
or that they simply waited until later in their visual
search to identify this feature.
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Figure 3 Portion of sub-epidermal blister diagnostic algorithm reflecting algorithm levels.
Goal difference weights were assigned based on
how many levels in the diagnostic algorithm the
student’s action differed from the tutor’s BNS.
Fig. 3 shows a portion of the sub-epidermal blister
diagnostic algorithm demonstrating the algorithm
levels. Table 6a shows the weights assigned to each
goal difference. When a student should have iden-
tified a feature at a particular level in the diagnostic
algorithm, but instead identified a feature at a
higher level, a goal difference of 1 was added for
each level the student’s action deviated from the
tutor’s expected step. For example, if the BNS was
to identify a feature of blister (Fig. 3, level 1), but
the student identified a feature of mucin (Fig. 3,
level 3), the goal difference weight would be 2.

When the student should have identified a fea-
ture attribute value, but instead identified a fea-
ture, a goal difference of 1.5 was assigned. For
example, in step 2 of Fig. 2, the student should
have identified a feature attribute value of sub-
epidermal for the blister, but instead identified an
absent feature of mucin; this resulted in a deviation
of 1.5 for step 2. Attribute-value steps are essen-
tially steps refining features that have already been
identified, so these were considered to have lower
significance than jumping across levels while iden-
tifying features or hypotheses. Consequently, all
goal differences for feature attribute value devia-
tions were weighted identically at 1.5.

Aweight of 2 was assigned when students jumped
from identifying features to hypothesizing since
hypothesizing is a completely different goal type.
For example in step 7 of Fig. 2, the student specified
a hypothesis of acute burn, which was not applicable
for this case, instead of identifying a quantity fea-
ture attribute value of mild for the eosinophilic
infiltrate. At this step the student not only jumped
levels, but also committed an error. To represent
both error and goal difference dimensions for each
deviation, we add the error weight and the goal
difference weight to compute a step deviation
score. The deviation weight at step 7 included both
a goal difference weight of 2 and an error weight
assignment of 1 resulting in a total weight of 3.

Thehighestweightwasreservedforthesituationin
which students did not realize they are done with a
particular type of step. For example, the student is
identifying another featurewhen they should be spe-
cifyingahypothesis (Table6a).Hint-drivenstepswere
notconsideredinthisanalysisbecausetheyprovideno
information about the student’s solution path.

The solution path deviation score is simply the
sum of all step deviation scores. For example, the
solution path deviation for the student solution in
Fig. 2 is 5.5. We plotted the mean for all students
over time (Fig. 10). Data for the two different
domains were analyzed separately. For graphs
depicting means of solution path deviation scores
over time, we limited our analysis to the first time
that a problem was solved (see Section 3.3.1 for
discussion on problem solution sequence).

4. Results

4.1. Student actions

Table 3 shows total counts of each student action
category. Hint-driven actions are approximately 30%
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Figure 4 Student actions over time.

Figure 5 Feature identification errors over time.
of the total actions, Correct-BNS are between 27%
and 34% of total actions and error actions hover
around 30% of all actions; whereas Correct-not-BNS
actions are less than 15% for both domains. Correct-
not-BNS are somewhat more frequent in the larger
superficial perivascular dermatitis domain (6.2% vs.
14.6%) and Correct-BNS are somewhat less frequent
in this domain (34.1% vs. 27.6%). Fig. 4 shows the
frequency of student actions over the problem
sequence (time). In both domains, we observed a
decrease in errors over time from approximately
50% to 20% and an increase in Correct-BNS actions
over time from approximately 20% to 50%. Hint-
driven and Correct-not-BNS actions remain rela-
tively stable over time at 30% and 20%, respectively.

4.2. Errors

The frequency of errors identified during the entire
tutoring session is shown in Table 5. Many errors that
can be identified by the tutoring system were not
observed in this data sample. Identification of pre-
sent features and refinement of existing features
comprise the largest percentage of errors ranging
between 30% and 42% for both domains. Hypothesis
specification errors comprise a relatively small per-
centage of total errors for both domains at approxi-
mately 15%. Absent feature identification and
hypothesis evaluation errors are rare at less than
1.5% and 3.5%, respectively. With few exceptions,
the distribution of errors is similar between tutoring
sessions in the two subdomains.

Feature identification errors (Figs. 5 and 6) are
due to identifying features that are not present on
the slide (I1, I5); identifying features at the wrong
location (I2); identifying a feature as present when
it is explicitly absent (I4); specifying features as
absent when they are present (I6, I7) and identifying
features not important to the case diagnosis (I11,
I12). The most common feature identification error
was identification of a feature when it was not
present (I1) at 18.1% for the sub-epidermal blister
domain and 36.6% for the superficial perivascular
domain. The other feature identification errors
occurred infrequently in the superficial perivascular
domain and more frequently in the sub-epidermal
blister domain. For both domains, I1 and I2 errors
decreased over time (Fig. 5). Absent feature iden-
tification errors were nearly non-existent (Fig. 6).

Feature refinement errors (Fig. 7) are due to
identifying an incorrect feature attribute value
(S3, S4, S5); identifying a feature attribute value
when such identification was not a case goal (S1,
S2); or identifying multiple attribute values for the
same feature (S6). For both domains, identification
of an incorrect value (S3) was the most frequent
feature refinement error (28.8% for sub-epidermal;
16.0% for superficial perivascular), followed by S2,
which is identifying a value when it was not a case
goal (13.5% for sub-epidermal; 14.3% for superficial
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Figure 6 Absent feature identification errors over time.

Figure 7 Feature refinement errors over time.

Figure 8 Hypothesis specification errors over time.

Figure 9 Hypothesis evaluation errors over time.
perivascular). Other feature refinement errors were
rare or non-existent in both domains. In the sub-
epidermal domain, both S2 and S3 decreased over
time. In the superficial perivascular domain how-
ever, these errors occurred infrequently in the first
case, slightly increased for the next three cases then
decreased to the original frequency of approxi-
mately one error per user.
Hypothesis specification and evaluation errors
(Figs. 8 and 9) are due to inconsistency of the
hypothesis and specified features (T1, T2, T3,
E10). In the superficial perivascular domain, error
T1 (no feature identified to support hypothesis) is
the most frequent (8.0%) and decreases over time;
this error does not occur in the sub-epidermal
domain. For the sub-epidermal domain, error T2
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(asserted hypothesis fits only a subset of identified
features) is the most frequent (15.1%); this is the
second most frequent error in the superficial peri-
vascular domain. The differences observed between
domains for these errors are related to the structure
of the diagnostic algorithm. In the sub-epidermal
algorithm, once the feature ‘‘blister’’ has been
identified, any hypotheses in that algorithm can
be supported with existing evidence, which is not
true of the larger superficial perivascular algorithm.
Error T2 decreases over time in the sub-epidermal
blister domain; but remains nearly non-existent in
the superficial perivascular domain. The other
hypothesis specification errors are infrequent in
occurrence during the entire tutoring session.
Hypothesis evaluation error E10 (diagnosis fits with
some features that have been identified but not
other features that have been identified) are nearly
non-existent at less than 3.5% in both domains
(Table 5 and Fig. 9).

Problem completion errors occur when the stu-
dent indicates the problem has been solved before
all goals are completed (C1). This error occurred
7.0% for the sub-epidermal blistering domain and
7.8% for the superficial perivascular domain
(Table 5).

4.3. Goal differences

Amatrix of goal differences is shown in Tables 7a and
7b. Goals identified by the tutor are shown in the
rows, and goals performed by the student are shown
in the columns. The diagonal shows the number of
matching goals for student and the tutor. Off-diag-
onal cells show goal differences. The first general
observation is that goal differences are common,
across both domains. Students frequently jump
ahead in the diagnostic algorithm as evidenced by
differences in feature identification levels. The
observation that they are jumping ahead as opposed
to re-ordering is supported by the fact that goal
differences for features are more frequent above
the diagonal than below it, in both domains. Once a
feature has been identified, the BNS defined by the
tutor is to refine that feature before identifying
additional features. Students commonly identify
all features then go back and refine those features
by specifying attribute values. Such alterations in
the sequence are referred to as jumping ahead. This
approach, commonly seen in our research studies,
may be related to subjects executing a ‘‘breath first
search’’ strategy rather than a ‘‘depth first search’’
strategy.

The second general observation is that there is an
enormous amount of variability when students
assert hypotheses and attempt to conclude problem
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Table 7b Goal state differences by type and frequency (superficial perivascular dermatitis algorithm).

Tutor best-next-step Student action

Feature
level 1

Feature
level 2

Feature
level 3

Feature
level 4

Feature
attribute
value level 1

Feature
attribute
value level 2

Feature
attribute
value level 3

Feature
attribute
value level 4

Hypothesis
specification

Hypothesis
evaluation

Problem
completion

Feature level 1 148 137 62 32 0 9 15 0 30 3 0
Feature level 2 10 115 26 12 0 4 0 0 29 7 0
Feature level 3 4 8 17 3 0 2 1 0 40 23 0
Feature level 4 4 2 1 7 0 0 1 0 8 9 0
Feature attribute
level 1

13 10 7 0 183 7 1 0 19 7 0

Feature attribute
level 2

38 30 19 2 4 544 8 0 40 18 0

Feature attribute
level 3

7 13 12 1 0 5 231 0 22 10 0

Feature attribute
level 4

2 2 0 1 0 0 0 37 9 6 0

Hypothesis
specification

4 1 14 0 1 3 14 0 164 63 0

Hypothesis
evaluation

1 1 2 1 0 0 0 0 17 230 0

Problem
completion

0 2 1 0 0 0 0 0 1 13 157
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Figure 10 Solution path deviation over time.
solving by making a diagnosis, which is also true in
both domains. Finally, we observe little difference
in the overall distribution of goal differences
between the two domains.

4.4. Overall deviation of a solution path

Fig. 10 depicts solution path deviation scores over
time. A deviation score of zero indicates that the
student has solved the case by following the optimal
path as designated by the tutor. A low score indi-
cates the student’s solution slightly veered from the
optimal path. A high score indicates that the stu-
dent’s solution was considerably different than the
optimal solution path.

Analysis of the data shows that the deviation of
the student solution path decreases toward the
optimum in both domains, with accompanying
decreases in the standard deviations. Interestingly,
we observed a difference between domains with
regard to the rate at which the deviation scores
drop. In the smaller sub-epidermal blister domain,
deviation of the student solution path immediately
decreases toward the optimum path after the first
problem indicating students immediately recognize
the importance of identifying a sub-epidermal blis-
ter, and then remains relatively close to the opti-
mum solution. Tutoring in the larger and more
complex superficial perivascular dermatitis domain
was associated with a slower rate of approximation
towards the optimal solution path.

5. Discussion

The findings of this study suggest that minimal
enforcement can be an effective pedagogic strategy
in an Intelligent Tutoring System for a complex
medical domain. The study resulted in a number
of useful observations regarding tutoring in this
domain.

First, we found that a limited-enforcement strat-
egy does not prevent students from learning the
optimum solution path. Students who were tutored
using the limited-enforcement strategy initially pur-
sued a path other than the optimal one. Neverthe-
less, when given significant flexibility in the
intermediate steps that the tutor accepts as cor-
rect, students gradually converge towards the opti-
mum solution path encoded by the diagnostic
algorithm. To do so, students must be explicitly
assembling their own representation of the algo-
rithm by using the Best-Next-Step hints, because
this is the only information available to them for
self-correction. Thus it appears that students are
able to learn from these partial examples, synthe-
sizing the information from multiple problems to
develop an approach that closely reproduces the
diagnostic algorithm. This is an important finding for
medical tutoring systems because it demonstrates
that flexibility does not necessarily prevent acquisi-
tion of the most efficient approach to case inter-
pretation. In light of the significant benefits of a
more flexible approach, our results suggest that
limited-enforcement merits further study as a ped-
agogic strategy in our domain.

Second, we described the distribution of errors
and goal differences over time when using a limited-
enforcement tutoring system. Both goal differences
and errors decline over time. We observed that
students make fewer and less severe errors over
time, progressively relying more on knowledge
obtained during the tutoring session and less on
tutor feedback. This is reflected by the decrease
in the number of hint-driven steps, decrease in the
frequency and severity of errors, and the increase in
the number of correct (Correct-not-BNS and Cor-
rect-BNS) actions. Since students spend the major-
ity of time identifying features, that is where they
make the majority of their mistakes. Errors made in
hypothesis triggering and hypothesis evaluation
were fewer in number, although they may have been
more significant in consequence. Goal differences
were largely due to identifying feature and feature
attributes in a different order than the optimal
sequence. The distribution of errors and goal differ-
ences is consistent with our previous empirical
observations of problem solving using think-aloud
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methods [36]. The observation that visual feature
identification skills precede development of hypoth-
esis evaluation skills suggests that pedagogic stra-
tegies for part-training in visual identification could
be effective interventions to complement the per-
formance training approach of our systems.

Third, we observed that larger problem-space
size was associated with a longer interval of
approach to the optimum solution path, but other-
wise there were few differences in the overall dis-
tribution of errors and goal state differences. The
empirical observation of a relationship between
problem-size space and the length of training
required to reach the optimal path has strong face
validity. Instructors in clinical domains have long
known that acquisition of accurate skills in identify-
ing diagnostic entities requires consideration of
other entities in the ‘‘differential diagnosis’’. These
small sets of similar entities may be considered to be
the smallest possible problem-space for teaching
skills relevant to identifying a particular entity.
Increasing the problem-space beyond this small
set is an imperative, as students must also learn
to place a particular case within a specific differ-
ential diagnosis. In effect, they must learn to deter-
mine ‘‘What is the question?’’ As the size of the
problem-space increases further, it can be argued
that the training experience more closely resembles
problem solving in its natural task environment—
clinical practice. The relationship between pro-
blem-space size and tutoring response is an impor-
tant variable for consideration in pedagogic strategy
choice, and again raises the issue of balancing
potential drawbacks and benefits. Training in smal-
ler ‘‘chunks’’ of the problem-space will likely pro-
duce more rapid response to training, but learning
to determine where a single case fits within the
larger context may be needed for transfer to real-
world problem solving. How and when tomanipulate
problem-space size remains an important and lar-
gely unstudied problem for tutoring systems in med-
ical domains.

Taken together, our observations support the
use of limited-enforcement strategies in this
domain, but also provide some guidance regarding
the most effective use of this approach. Early on in
tutoring, the need to rapidly gain declarative
knowledge could argue for a more rigid, high-
enforcement approach. However, one of the diffi-
culties in medical tutoring systems that we have
observed over the years is that students typically
do not entirely ‘‘trust’’ the tutoring system, favor
their own solutions even when they are non-opti-
mal, and therefore are resistant to the more rigid
tutoring style that characterizes most high-enfor-
cement systems. Helping students to accept the
system is a difficult but important goal for our
tutoring systems.

In many ways, our limited-enforcement strategy
represents an extreme of the cognitive tutor
approach, which requires multiple rule sets to
model different problem-solving strategies. In our
case, we have purposely allowed for the widest
possible variety of alternative problem-solving stra-
tegies. Our ability to explicitly encode this wide
range of strategies derives directly from our imple-
mentation of the tutoring system as a set of abstract
problem-solving methods, ontologies, and Dynamic
Solution Graph. Modeling a higher level abstraction
of skilled performance greatly simplifies the task of
accounting for such a wide variety of alternative
approaches to problem solving. This contrasts with
the typical cognitive tutoring system, where a great
deal of the content is encoded in the production
rules themselves and therefore each alternative
series of steps must be explicitly accounted for. Like
other cognitive tutors, we are able to distinguish
between correct and incorrect steps, and therefore
can provide next-best-steps through our hint
mechanism–—an intervention that we have shown
to be effective in this study.

In other ways, our limited-enforcement strategy
reproduces some of the intent of the less rigid con-
straint-based tutoring system, which permits the
student to pursue their own solution path rather than
forcing them to perform a specified series of steps.
Leaving aside the issue of enforcement, another
property of our tutoring systems, which makes them
more like constraint-based tutors is that our metho-
dology allows us to easily alter the feedback cycle
such that immediate feedback (1:1) can gradually be
faded giving feedback at longer intervals of actions,
providing students increasing autonomy and the
opportunity to learn principally from errors. During
this fading, students also have the opportunity to
more directly evaluate their own performance and
thus build their metacognitive abilities.

6. Future work

The present observational study points to three
potentially useful areas of future work. Further
experimental studies are needed to address these
questions.

First, we intend to further explore the use of
limited-enforcement strategies to determine when
and how to best use this approach. The present
study shows that limited-enforcement does not
impose a barrier to learning the optimal path, but
leaves many important questions unanswered.
How efficient is limited-enforcement training when
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compared to high-enforcement training? What is the
user experience, degree of acceptance, and sub-
jective response to these pedagogic strategies?
When is the best time to employ this approach,
and how can we detect when the student is ready
for less enforcement?

Second, based on our observation of error distri-
butions and frequencies over time, we are interested
in further exploring the use of part-training for acqui-
sition of visual feature identification skills and
hypothesis evaluation skills. How can we most effec-
tively combine these methods with the performance
training aspects of our system? How often should the
tutoring system step out of the problem-solving exer-
cises to pursue a more directed approach? What
aspects of training are most amenable to part-train-
ing? How should part-training be integrated with the
existing problem-solving exercises?

Third, we plan to further explore the variable of
problem-size space as a parameter in pedagogic
strategy. What are the best approaches to increasing
problem-space size? When do students benefit from
smaller or larger problem-spaces? How should smal-
ler problem-spaces be combined over time to more
closely replicate the natural task environment and
promote transfer to clinical practice?

New versions of our tutoring system are already
using limited-enforcement strategies especially
later in training. Ongoing evaluation of these sys-
tems will provide useful additional information for
determining the benefits and costs of limited-enfor-
cement. As we begin to address the many questions
raised by this study, we will focus our efforts on
identifying and implementing the most effective
pedagogic strategies for intelligent tutoring in this
complex medical domain.

7. Conclusion

We conclude that students may benefit from a
limited-enforcement tutoring system that leverages
diagnostic algorithms but does not prevent alter-
native strategies. Students trained by this type of
system converge towards the optimum solution path
specified in the algorithm, but are not forced to do
so. The rate at which they are able to approximate
the algorithm is affected by the size of the domain
that they are presented with.
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