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usener — Micro-serer
(A fairly simple web sewer designed forgerimentation)

SYNOPSIS

userver

[-Al--accepts-only [-Al--close-afteraccep] [-BJ--block-for-send_eents] [-C|--caching-on [-D|--debug-
mask OxN] [-E[|--send-eents] [-F|--reset-on-closk[-G|--use-getpid [-H|-h|-?|--help] [-1]--rcv-sock-lowv-
wat N] [-J]--snd-sock-lav-wat N] [-K|--kdebug-mask OxN] [-L[--full-r ead N] [-M|--multi-accept]
[-N[|--send-loog [-O|--select-timeoutN] [-P|--count-sigpipe$ [-Q|--ecb-hi-water N] [-R|--read-sockluf-
size N] [-S|--dont-intr -select [-T|--port N] [-U|--auto-accept [-W|--write-sockbuf-size N] [-Y|--send-
io-events] [-al--async-modé [-bl--ecb-kbuf-entries N] [-c]--max-conns N] [-d|--delay N] [-g]--extra-
acceptsN] [-f|--max-fds N] [-g|--accept-on-closg[ -i|--interactive] [ -j|--kernel-info] [-k]|--sigio-use-pioc-
masK [-lI|--listeng N] [-m|--accept-countN] [-n[--no-accept$ [-n|--listen-only] [-o]--process-fd-order
[up|down|writes-down|writes-up|lru [lif offifo]] [-p|--procs N] [-q|--ecb-lov-water N] [-r|--eagerreadd
[-s]--conns-in-sewer-loop] [-t|--free-fd-threshold N] [-u|--track-max-fd N] [-w|--eagerwrites]
[-x|--sigio-accept$ [-y|--memcpy] [-z|--rejection-rate] [--close-aftersock-init] [--close-afterread|
[--close-afterparse [--send-polls-br-acceptd [--cache-table-sizeN] [--cache-max-bytesN] [--cache-
max-file-size N] [--cache-max-load-factorN] [--cache-table-prinf [--cache-lock-pagel[--cache-br-
speq [--use-sendfilg [--use-accept-send[--use-madvisé [--trace-summary] [--trace-summary-only]
[--use-pol] [--use-epol] [--ip-addr N]

DESCRIPTION

userver is a micro web seer that is meant to be used tgeriment with the design and implementation of
web serers. Inparticular the original intention as to permit @perimental comparisons of thfent eent
dispatch mechanisms within the same appliication fraarie For this reason there are lots and lots and
lots of parametersThey are mainly used to control the befaur of the serer.

Some of the design philosoptand experimental results obtained using this serare described in
[Brecht-2001]. Oneof note is that all data structures are allocated at initialization and are not resized
(grown). Thishelps to ensure thakgeriments can be repeated because with dynamic sizing of data struc-
tures diferent loads could result in &éfent serer behaiour.

The userer uses anvent driven architecture. Thedea is to run onevent driven server per processonf
using sendfile on Linux the file systemffier cache will be shared across all gesv For high-performance
one would want to use sendfile since it dogsmvdve extra copying from the file nffer cache to so&k
buffers (i.e., its a 2ro copy implementation).

IMPORTANT: This micro web semr is not meant to be a full-bim web serer. It is ecifically
designed for conducting performancgeriments. Br that reason design decisions were madaviauf of
producing repeatablexgeriments.

EXAMPLES

usener Thisstarts theuserver with it's dl of its default options.

usener --max-conns 300 --accept-count 25
This command causes theerver sener to limit the number of simultaneous connections to 300.
When an eent indicating that a me connection is requested accept is called continuously until
either 25 ne connections are accepted, or there are no more outstanding connections.
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usener --max-conns 300 --accept-count O

This command causes theerver sener to limit the number of simultaneous connections to 300.
When an gent indicating that a ve connection is requested accept is called repeatedly until there
are no more outstanding connectiorfslote that --accept-count=0 means an infinite number of
connections, i.e., no limits).

usener --ip-addr 192.168.10.105 --max-conns 300 --listenq 128
usener --ip-addr 192.168.20.105 --max-conns 300 --listenq 128

This will start up tve copies of the useer each using a ddrent interéce.

usener --port 6800 --max-conns 300 --listenq 128

This command causeserver to listen for incoming connection requests on port 680@Qises a
listen queue of length 128 and it will permit up to 300 simultaneous connec@orte there are
300 open connections it will not acceptneonnections until anxgsting connection is closed.

usener --port 6800 --max-conns 300 --listenq 128 --use-poll

This is the same as almexcept usingselect() calls to get eents theusewer will use poll().

usener --port 6800 --max-conns 300 --listenq 128 --use-epoll

This is the same as al®except usingoll() calls to get eents theuserver will use epoll().

usener -C --cache-table-size=10000 --cache-max-bytes=262144000 --cache-max-file-size=1048576

OPTIONS

Caching is turned onCaching parameters limit the number of files that are cached to 10000, the
total number of bytes cached to 250 MB, and the size of thedifile that can be cached to 1
MB.

The operation ofiserver can be controlled through a number of optiofifie tool supports both short
(one-character) and long (arbitrary-length) option nangsort options are prefixl with a single leading
dash (-), long options with a double-dash (Multiple short options can be grouped together (€-qw*

is equvalent to ‘-r -w” ) and long options can be abbrated so long as tygemain unique Paameters to

options can be specified either by fallag the long option name with an equal sign and the parameter

value (e.g.-port=6800) or by separating the option name aralue with whitespace (e.g-port 6800).

OPTIONS (GENERAL)

-cN

--max-conns=N
The maximum number of simultaneous connections theserll handle. Note that this is typi-
cally limited by the number of open file descriptors permitt€hce the maximum number of
open connections is reached incoming connection requests are refused wisiiidg @nnection
is close. Note that idle connections can be timed aeneually (lut this hasrt’been tested lately).

This is also used to size a number of internal data structures that are allocated at initialization time.

-fN

--max-fds=N
The maximum number of open file descriptors permitlechn't recall if this is actually enforced
but it is used to size internal data structurddote that there is a relationship betweemax-
connsand--max-fds. If files are not being cached you could (in tixér@me case) va ae fd
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used for the so@k connection and one fd used for the open file.one needs to semax-fds =
more than 2 x-max-conns. Note: it should be greater because of some descriptors that are used
up by stdin, out, efiend a fev open files, etc.

-m N

--accept-count=N
Call accept repeatedly until eithermax-connsis reachedaccept() returns EWDULDBLOCK,
or N new connections hae been acceptedNote that the alue ofN can mak a sibstantial difer-
ence in the performance ofemt dispatch mechanisms underwebbads. See [Brecht-2001].

-TN

--port=N
Specify the port number that the sarghould listen for connections on.

-IN

--listeng=N
Specify the length of the appliatienlisten queue.This specifies he mary connection requests
are allaved to be queued in the application before tmmél rejects incoming connection requests.

‘L[1]2]

--full-r eadd1 | 2]
Affects hov calling read vorks. Ifthis is set to 1 the sesw will loop on reading the soekuntil
the read dils. Thismainly happens either because there is nothing left to read because the other
end has been closed or until ibwd have docked (EWOULDBLOCK).

If a value of 1 is used the loop on reads will only occur on calls to read that occur as a result of an
evant indicating that the first read should be dotfea value of 2 is used the loop on reads occur

as abwe hut if --eagerreadsis also set the sesv will loop on eager reads (i.e., those that will be
done immediately follwing a the acceptance and setup of a connection).

-H
-h
-2

--help Print out the usage message.

-M N

--multi-accept=N
Use themultiaccept() system call to perform acceptsSlOTE: this was a system call that we added
to and &perimented with in Linux.The idea here is that since we are repeatedly caltiogpt()
to accept atnch of connections, wiot provide a system call that all up to a maximum dfl
connections to be accepted in one system call.

-S

--dont-intr -select
Disable asynchrnouwent notification when callingelect(). | believe that this vas initially meant
to work for SIGIO and for SEND.

1 Aug 2003 3



usener(1) userer(1)

-dN

--delay=N
The idea wvas to introduce a delay that might simulatrkvbeing done by the semw (like ome
computation and/or a dynamic requestyouldn't find a good method for delaying for a specified
amount of time (note that it should be small) with a enough agcurac

-e N

--extra-accepts=N
While in the middle of processingents that hee keen obtained (e.g., from select, or some other
mechansim) periodically poll for meconnection requestsn this case \ery time N descriptors
are processed we check fomneonnection requestsNote that this open &g neer used efec-
tively. | found it easier to use and tune theccept-countoption.

-9

--accept-on-close
When a connection is closed check to see if there greutstanding connection requestdote:
that this only occurs if the maximum number of connectioas meached and woa dosed con-
nection will reduce the number of connections Welanax-conns.

-0 [up|down|writes-down|writes-up|lru|lif o|fifo]
--process-fd-order
[up|davn|writes-davn|writes-up|lrullifolfifo]
Change the order in which file descriptors are handiduy are numbered from O tdl so the
uptions are:
up: fromOto N
down: fromNtoO

writes-davn:
to writes from N to 0, then reads from N to O

writes-up:
to writes from O to N, then reads from 0 to N
Iru: leastrecently descriptor touched first
lifo: first descriptor (connection) added to the set first
filo: first descriptor (connection) added to the set last
-p N
--procs=N
StartN copies of the seer. Note that this option hadrbeen tested in a long time and is almost
certain to cause problems.
-S

--conns-in-sewer-loop
Add an additional poll for e connections each time through the setoop.
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--fr ee-fd-threshold=N

-u

When the maximum number of connectieamax-connsis reached the sesv stops checking for
incoming connections.This options controls when the servstarts checking a@. It starts
checking agin afterN connections can be accomodated before reachimax-conns.

--track-max-fd

-

The serer currently keeps track of the maximum faee used and uses that as a parameter to calls
like slect. Thisoption implements code to dynamicallgdp track of the maximum file descrip-
tor currently usedNote that this requires a bit aktea processingut it's probably not noticable,
especially if it can sa estra werhead on coying fdsets and processing time weet mechanisms
(e.g., select).

--eagerreads

try to eagerly read from meconnections. Caltead() to try to read the request as soon athe
new connection is acceptedn this mode the seev optimistically assumes that data will vaib
able for reading when a connection is made onnasneket (or \ery shortly after).If the assump-
tion is incorrect, the read call simply returns with the error@®WDBLOCK. Laterthe event
notification mechanism will indicate when the sefcis readable.

-w

--eagerwrites
try to eagerly perform writes to weconnections when the response vsilable. Both--eager
read and--eagerwrite also try to tak advantage of ay potential locality eflects by vorking on
the most recently used file descriptor and stick

-y

--memcpy
Use thememcpy library call to copy interest sets before calling sele@this is done rather than
doing a straight assignmenthis &ists because the size of the interest set could e kmd |
don't know how dever a compiler would be about assigning tpr data structuredNOTE: it cur
rently copies the side of an fd_sefhis should be changed to only gothe amount of data
required for the maximum fd of interest.

-z

--rejection-rate

Use therejection-rate is not yet implementedThe ideas wuld be to specify the frequenwith
which nev connection requests should be rejected.

--use-sendfile

Use thesendfile()call on systems that ta it available. Thisis only used for uncached files.

--use-madvise

Use madvise() calls to prale the lernel with hints that files are being read sequentially and when
they should no longer be cached.
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--use-poll
Use poll() to geteents instead of select.

--use-epoll
Use epoll() to getvents instead of select.

--ip-addr N
Specify an IP address to usdOTE: at this time all will listen on the same port (later ved
--ip-addr N:P where P will identify the port number).

OPTIONS FOR CONTROLLING SOCKETS

‘F

--reset-on-close
Calls shutdown() instead oftlose().
WARNING do not use this for a real system!!!

-IN

--rcv-sock-lov-wat=N
Sets the soeks recaie huffer’s low water mark td\. Not available on all systems.

-JN

--snd-sock-lav-wat=N
Sets the soeks send biffer’s low water mark td\. Not available on all systems.

-ON

--select-timeout=N
Set the timeout option to tfselect() system call.

-RN
--read-sockluf-size=N
-W N

--write-sockbuf-size=N
Set the size of the read or write seckuffers. Notethat increasing these may help significantly
for large transfers.

--use_tcp_cork
Cork the TCP queue when writing the header for the re@iyrently only implemented for the
sendfile portion of the code.

OPTIONS FOR USE WITH SIGIO

-a

--sigio-accepts
Use asynchronous notification via SIGIO to accept nennections. Asynchronousotification
may sound costly at firsubconsider that some form of asynchronous notificaion may be the only
way for an application that is in the middle of something (e.g., computation) to find out about a
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connection requests.

--sigio-use-pocmask

To dsable and later enble asynchronous notification of incoming requests when using SIGIO one
can usdcntl() to turn of and on asynchronous notification or usgprocmask(). Be careful of

race conditions.By default the sergr usesfcntl() but this option says to ussigprocmask()
instead.

OPTIONS FOR CACHING

-C

--caching-on

Turns caching on.

--cache-table-sizeiN

Specifies the size of the hash table used to cached@les.entry is used per cached fidOTE:

if the --cache-max-load-factoris exceeded the seev will print a message andgie We do not
automatically increase the size of the hash table becauseamgavensure identical and repeat-
able behaiour from one gperiment to the ne.

--cache-max-load-factor=N

Specifies the maximum number of entries that can be filled in the hash xqubkssed as a per
centage of the table sizé=or example --cache-max-load-factor = 70will not permit the hash
table to become greater than 70% fuflit does, a message is printed and the esesxits.

--cache-max-bytes#

Specifies the maximum number of bytes cached.

--cache-max-file-sizeN

Don't cache files lager tharN bytes.

--cache-table-print

When the program ends, print out the contents of the hash table used for caching.

--cache-br-spec

This enables a special hash function that does perfect hashing on URLs requested lep®hecW
This is intended forxgerimentation only

--cache-lock-pages

Lock all cached pages into memory (must run as root for thistk)w

OPTIONS FOR DEBUGGING

-D OxN

--debug-mask=0xN]

Specify a debg mask. For maximum delbigging detail use-debug-mask = Oxffffffff. To trn
delugging messagesfaise--debug-mask =0x0. See debg.h for details.Note: that to compile
without delugging also see dag.h.
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--trace-summary
Keep track of information garding system calls and print a summakttracing is enabled a list
of each gent being traced will be dumped to a trace output file.

--trace-summary-only
Keep track of information garding system calls and print a summatf/this option is enabled
individual events are not actually recordedthinstead information to produce a summary of each
evant type is trackd. For exkample, minimum, maximum and/eage call times for each system
call being traced.

-
--interactive
Turns on interactie node. Thesener stops between calls to proceganés and prompts the user

for input. This permits the user to query some of the state of therservio step through sew
execution. Atthe prompt type 'h’ or '?’ for a list of commands.

-P

--count-sigpipes
Install a signal handler that simply counts the number of SIGPIPE signaisedecei

OPTIONS FOR EXPERIMENTS RELATED TO BOUNDING PERFORMANCE

These options are designed towddhe serer stop processing a request atious stages of a requests life.
It stops handling the request by closing &\d of the sockt and not wrking on that request ymore. Ive
attempted to list these in the order of earliest time to drop the request toTaestdea is that by running a
series of gperiments by using each of these options one might be able to get a sensemafchoaddi-
tional stage costs.

-n
--no-accepts
--listen-only
This puts the sesr into a mode where it onlyer listens to requestdt never makes ay attempt
to process request$o it never even accepts ay requests. Théelieve is that this might be used
to provide insights into the amount of@head incurred wheneknel TCP SYN queues and appli-
cation listen queues become full.
-A

--accepts-only

--close-afteraccept
In this mode the seev accepts and closes incoming connection requests as quickly as possible.
At the time this vas doneclose() would block until the call completed (despite the fd being in non
blocking mode). So immediately after callingiccept() the connection terminated by calling

close().

--close-aftersock-init
The serer accepts a connection, initializes the sbdlsetting soadt options lile socket huffer
sizes, non blocking mode, etc) and then it closes the connection.
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--close-afterread
The serer accepts a connection, initializes the sbalkeads the request and then closes the con-
nection.

--close-afterparse
The serer accepts a connection, initializes the sbaleads the request, parses the requests and
then closes the connection.

OPTIONS FOR USE WITH THE SEND ENHANCED KERNEL
WARNING: these options are highlygerimental and subject to continuous change.

These options specify hothe usever interacts with ne Linux Scalable Eent Notification and Delery
(SEND) lkernel mechanismsSee [Ostrarski-2000] for more details on SEND.

-K OxN

--kdebug-mask=0xN]
Specify a debgging mask which is passed to #wctl system call to set aeknel delgging mask
for the SEND related parts of therkel.

--send-polls-br-accepts
The send loop polls for meconnections.

-B

--block-for-send_eents
When there are not morgeats to process, block andaiv for one or more e events by calling

evtctl().

-E

--send-&ents
Use sendeents. This ersion does not do notification.

-G

--use_getpid
If we arent blocking to wait for events (by calling etctl) we may wish to maka ystem call to
give the kernel a chance to dedr events to the application (since thare delvered when return-
ing from a syscallIn this case we use getpid() because it isljiKast.

-Y

--send-io-events
Use sendwents. This ersion does do notification.

-N

--send-loop
Use the send loopCan potentially get and process sewenés e/en while using select.This
bypasses the use of the select call.

-b' N
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--ecb-tuf-entries=N
How mary events can be stored in the applicat®a’ent control luffer (ecb).

-QN
--ecb-hi-water=N
Set the high water mark used for thevent control luffer (ecb). One of the things weé tied is to

turn event delivery off when the--ech-hi-water mark is reached and then to turn derly back on
when the--ech-low-water mark is reached.

-q N
--ecb-lowv-water=N
Set the lav water mark used for thevent control luffer (ecb). One of the things weé tied is to

turn event delivery off when the--ecb-hi-water mark is reached and then to turn derly back on
when the--ech-low-water mark is reached.

-U
--auto-accept
Turn on the SEND érnels auto accept mechanism&V/hen n& connection requests are te

kernel automatically accepts them (auto accepts 'em) and notifies the application wittnen e
containing the n& connections fd.

--use-accept-send
Use a special arsion of accept that returngeat information related to the accepted connec-
tion/soclet.

7
--kernel-info
Experimental: s to tell the application that therkel has an inteaite &ailable for obtaining
more information about the size and number of entries in some oétthel kjueues (e.g., the TCP
SYNQs and the applicatiaglistenq).
OUTPUT
This section describes portions of the output produced duringébetmn of theuserver.

The first portion of output lists the program name and the command line paraniéeisecond portion of
output lists the setting of all optionhis is the most reliableay to find out the dellt settings for some
options.

The net two sections identify operating system and per user or process limits.

The remainder of the output pides more information about defit settings of arious parameters and a
large number of statistics about theseution of the serer.

AUTHORS
usewer was cevdoped by Tm Brecht by starting with some micro web s originally deeloped by
Abhishek Chandra and Bid Mosbeger [Chandra-2001]David Pariag contrilited the current caching
engine. On®f the hash functions is from Bob Jenkimeb site.
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BUGS
Probably man

NOTE: very few if any checks are performed to see if the combination of options being used sethse.
For example, the behdour from using both the-select-loopand--send-loopoptions is undefined.

Always be sure to double-check results and déadl prey to measuring client-performance instead of
sener performanceThe toolhttperf is very good at generating loads.

Many of the single letter options are filiult to relate to aything meaningful. As the number of options
grew | eventually started to run out of alphabet and added long options.

The useiinterface definitely could be impved. A simple configuration file might be more suitable than
the maly command-line options.
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