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Abstract. Making recommendation requires predicting what is of in-
terest to a user at a specific time. Even the same user may have different
desires at different times. It is important to extract the aggregate interest
of a user from his or her navigational path through the site in a session.
This paper concentrates on the discovery and modelling of the user’s
aggregate interest in a session. This approach relies on the premise that
the visiting time of a page is an indicator of the user’s interest in that
page. The proportion of times spent in a set of pages requested by the
user within a single session forms the aggregate interest of that user in
that session. We first partition user sessions into clusters such that only
sessions which represent similar aggregate interest of users are placed
in the same cluster. We employ a model-based clustering approach and
partition user sessions according to similar amount of time in similar
pages. In particular, we cluster sessions by learning a mixture of Poisson
models using Expectation Maximization algorithm. The resulting clus-
ters are then used to recommend pages to a user that are most likely
contain the information which is of interest to that user at that time.
Although the approach does not use the sequential patterns of transac-
tions, experimental evaluation shows that the approach is quite effective
in capturing a Web user’s access pattern. The model has an advantage
over previous proposals in terms of speed and memory usage.

1 Introduction

Web mining is defined as the use of data mining techniques to automatically
discover and extract information from Web documents and services [4]. With
the rapid growth of the World Wide Web, the study of modelling and predicting
a user’s access on a Web site has become more important. There are three steps
in this process [2]. Since the data source is Web server log data for Web usage
mining, the first step is to clean the data and prepare for mining the usage
patterns. The second step is to extract usage patterns, and the third step is to
build a predictive model based on the extracted usage patterns. The prediction
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step is the real-time processing of the model, which considers the active user
session and makes recommendations based on the discovered patterns.

An important feature of the user’s navigation path in a server session1 is the
time that a user spends on different pages [11]. Even the same person may have
different desires at different times. If we knew the desire of a user every time he or
she visits the Web site, we could use this information for recommending pages.
Unfortunately, experience shows that users are rarely willing to give explicit
feedback. Thus, the time spent on a page is a good measure of the user’s interest
in that page, providing an implicit rating for that page. If a user is interested in
the content of a page, he or she will likely spend more time there compared to
the other pages in his or her session.

In this paper, we present a new model that uses only the visiting time and vis-
iting frequencies of pages without considering the access order of page requests in
user sessions. The resulting model has lower run-time computation and memory
requirements, while providing predictions that are at least as precise as previous
proposals. We employ a model based clustering algorithm and partition user
sessions according to the similar amount of time that is spent on similar pages
within a session. Since we do not have the actual cluster assignments, we use a
standard learning algorithm, the Expectation-Maximization (EM) [3], to learn
the cluster assignments of transactions as well as the parameters of each Pois-
son distribution. The resulting clusters consist of transactions in which users
have similar interests and each cluster has its own parameters representing these
interests.

The next page request of an active user is predicted using parameters of the
cluster to which the active user is assigned. A performance analysis of the model
is conducted using a new approach to calculate a recommendation score for the
next request of an active user session. The experimental results show that with
proper preprocessing, our model yields a good prediction accuracy. Beside this,
the results are robust across sites with different structures.

The rest of the paper is organized as follows. Section 2 briefly reviews the
work related to Web usage mining techniques and describes equations for training
a mixture model with EM algorithm. Section 3 presents the proposed model.
Section 4 provides detailed experimental results. In Section 5, we examine related
work. Finally, in Section 6 we conclude and discuss future work.

2 Background

2.1 Frequent Pattern Mining

One of the data mining tasks is the discovery of frequent patterns in the data
set. The frequent pattern mining can be formally stated as follows: Let I =
{i1, i2, ..., in} be a set of page items, and S = {T1, T2, ..., Tk} be a transaction

1 The term server session is defined as the click stream of page views for a single visit
of a user to a Web site [2]. In this paper we will use this term interchangeably with
“user session” and “user transaction”.



set, where Ti (i ∈ [1...k]) be a transaction that contains a subset of items in I.
The support (or absolute occurrence frequency) of a pattern A, which is a subset
of items, is the number of transactions in S containing A. A is a frequent pattern
if A’s support is no less than a predefined minimum support threshold ξ [5].

In our study, we use frequent item sets extracted from Web log data only for
reducing the dimensionality of the input data. Some of the page views appear
together in less than 1% of transactions in the entire data set if the Web site
has a complex structure. A learning algorithm for predicting the next request of
the user will learn not to recommend the pages with a low frequency of request.
Thus, reducing the dimensionality of the input data by removing less frequent
page requests at the beginning of the learning algorithm makes it efficient. On
the other hand, using frequent patterns as a filter for eliminating pages covers
simple non-personalized recommendation such that:“users who visit page A also
visit page B”.

2.2 Mixture Models for Clustering

In this section, we first describe the mixture model for clustering objects and
then describe how the parameters of the clusters are derived in the context of
the mixture model.

Model-Based Cluster Analysis. Model-based clustering methods optimize
the fit between the given data and some mathematical model. Such methods
are often based on the assumption that the data are generated by a mixture
of underlying probability distributions, defined by a set of parameters, denoted
Θ [6]. An observation xi in a data set of K observations, D = {x1, ...,xK}, is
generated by a mixture of G components as follows:

p(xi|Θ) =
G∑

g=1

p(cg|Θ)p(xi|cg,Θg) =
G∑

g=1

τgp(xi|cg,Θg) (1)

where Θg (g ∈ [1...G]) is a vector specifying the probability distribution function
(pdf) of the gth component, cg, and

∑G
g=1 p(cg|Θ) =

∑G
g=1 τg = 1.

Statisticians refer to such a model as mixture model with G components. The
maximum likelihood (ML estimation) approach maximizes the log likelihood of
the training data in order to learn the model parameters:

L(Θ1, ...,ΘG; τ1, ..., τG|D) =
K∑

i=1

ln

(
G∑

g=1

τgp(xi|cg,Θg)

)
(2)

3 Web Page Recommendation Model

As discussed in the introduction, Web usage mining consists of three steps. For
the first step, we use cleaning and filtering methods in order to identify unique



users and user sessions. In the second step, we cluster the transactions in the
training set according to the similar amount of time in similar pages using model-
based clustering. The model parameters are learned with EM algorithm under
the assumption that the data come from a mixture of Poisson distributions.
Using these model parameters cluster profiles are built for every cluster. For the
last step, the transactions in the test set are assigned to one of the clusters that
has the highest probability given the visiting time of current transaction’s active
page. The recommendation engine then predicts the current transaction’s next
page by ranking the recommendation scores calculated for each page in the most
similar cluster.

3.1 Data Preparation and Cleaning

In this research, we use three sets of server logs. The first one is from the NASA
Kennedy Space Center server over the months of July and August 1995 [8]. The
second log is from ClarkNet Web server which is a full Internet access provider
for the Metro Baltimore-Washington DC area [7]. This server log was collected
over the months of August and September, 1995. The last server log is from the
Web server at the University of Saskatchewan from June to December, 1995 [10].
These are well-known data sets that have been used in other studies. For each log
data set we apply the same pre-processing steps2. First, all entries from the server
log files are stored in a relational database. Next, the log entries are converted
into a set of user sessions as follows: the irrelevant log entries are eliminated such
that only URL page requests of the form “GET ...html” are maintained. The
visiting page time, which we define as the time difference between consecutive
page requests, is calculated for each page. For the last page of the user session,
we set the page time to be the mean of visiting page times for the page taken
across all sessions in which the page is not the last page request. A new session
is created when a new IP-address is encountered or if the visiting page time
exceeds 30 minutes for the same IP-address. Thus, a session consists of ordered
sequence of page visits. We eliminate sessions whose session length3 is less than
or equal to 2 in order to eliminate the effect of random accesses to the Web site.
It is important to note that these are only heuristics to identify users and user
sessions, and other heuristics may be employed in future studies.

The visiting times are normalized across the visiting times of the pages in
the same session, such that the normalized time has a value between 1 and 10.
If a page is not in the user session, then the value of corresponding normal-
ized time is set to 0. This normalization captures the relative importance of a
page to a user in a transaction. The aggregate interest of a user in a transac-
tion is then defined by a vector which consists of the normalized visiting times
of that transaction. In order to determine navigation pages that provide links

2 Except further cleaning techniques for the “NASA” data set of which the details are
given in the next section.

3 The length of a session or transaction is determined by the number of pages requested
by one user within a server session.



to guide users to the content pages, the requests are counted for each page in
the transaction data sets. This process shows that the page requests are very
scattered, i.e. even the most popular pages such as home pages are requested
in about 10% of the transactions. Since our objective is to recommend pages
that contain a portion of the information content that the Web site provides,
the page views that appear in more than 10% of the transactions are elimi-
nated from the transaction data sets. Some of the page views appear together
in less than 1% of transactions in the entire data set if the Web site has a com-
plex structure. A learning algorithm for predicting the next request of the user
will learn not to recommend the pages with a low frequency of request. Thus,
reducing the dimensionality of the input data by removing less frequent page
requests at the beginning of the learning algorithm makes it efficient. We apply
FP-tree algorithm [5] for discovering pages that are frequently requested to-
gether. Pages that appear together in more than 1% of all transactions are used
for recommendation in order to capture the relationship between page requests.
This filtering step produces a set of URL’s P = {p1, ..., pn}. The pages that are
not in the set of P are removed from the user transactions. Finally, a filtering
method is applied in order to eliminate transactions whose length is less than 4
or longer than twice the average length of the transactions. Since the data sets
have different characteristics, the cleaning step results in different numbers of
transactions and page numbers. Even before filtering the data, 80% of sessions in
“ClarkNet” Web log and “University of Saskatchewan” Web log have lengths less
than four page requests. After cleaning the data sets, the number of transactions
are decreased significantly in these logs. Table 1 shows the number of remaining
URL’s and the number of transactions for each data set. The output of this
step is a set of user transactions, where each user transaction is in the form of:
〈ti, {〈page requests〉}, (timep1 , timep2 , ..., timepn

)〉, where ti is a unique trans-
action number and 〈page requests〉 is a subset of P . The aggregate interest in
transaction ti is represented by the vector, (timep1 , timep2 , ..., timepn

), where
timepi is the normalized visiting time of page pi if pi is in the 〈page requests〉,
or 0 otherwise.

NASA ClarkNet University of Saskatchewan

Number of URL’s 92 67 171

Number Of Transactions 15369 6846 7452
Table 1. Characteristics of Cleaned Log Data Sets

3.2 Clustering User Transactions in Web Log Data

We assume that the data are produced by a mixture model. Every transaction is
generated according to the probability distribution defined by a subset of model
parameters, denoted Θg. Let X = {x1, ...,xK} be a set of K user transactions.
A user transaction, xi, is considered to be an n−dimensional vector of visiting
page times, (xi1, xi2, ..., xin), where xij is the normalized time that the user spent
in page pj ; each pj is a page view in the set of pages (in a given site) WP =
{p1, p2, ..., pn}. The n-dimensional vector represents aggregate interest of the user



as mentioned in the previous subsection. Although we reduce the dimensions of
the input data using frequent pattern mining, there is still a problem of how
to estimate the probabilities. One of the key ideas to handle this problem is
to impose a structure on the underlying distribution, for example by assuming
the independence of dimensions [6]. Since a user transaction is an n-dimensional
vector of normalized visiting times, we can easily adapt this assumption to our
model. The independence assumption enables us to use n separate probability
distributions to model each dimension of a user transaction. To model this data,
we assume that the data at each dimension have been generated by a mixture
of Poisson distributions. A random variable X has a Poisson distribution with
parameter m if for some m > 0:

p(X = k) = e−m mk

k!
k = 0, 1, ...

To confirm our assumption, that the data in each dimension have been gen-
erated by a Poisson distribution, the histogram of the occurrence of each of the
ten possible values at each dimension has been plotted. The histograms verify
our assumption. According to the independence assumption, a user transaction
xi is generated in a mixture model of Poisson distributions as follows:

p(xi|Θ) =
G∑

g=1

τg


 n∏

j=1

e−θgj (θgj)xij

xij !


 (3)

where θgj (g ∈ [1...G], j ∈ [1...n]) is the Poisson parameter of cluster cg at
dimension j.

The model parameters to be learned are then:

Θ = {Θ1, ...,ΘG, τ1, ..., τG}, Θg = (θg1, ..., θgn) ,
G∑

g=1

τg = 1 (4)

Learning the Model Parameters. We can train the model parameters of the
mixture model, developed in the previous subsection, using EM algorithm where
the conditional independence assumption is enforced during Maximization step.
The E-step involves an update of the conditional probability of missing class
labels given the current parameter set Θ′. We define this probability as cluster-
posterior probability, Pig(Θ′), that the transaction xi arose from the gth cluster.
The M-step consists of the update of cluster priors and Poisson parameters. At
the end of the EM algorithm each cluster has its own set of parameters such
that:

pcg = {τg, (θg1, ..., θgn)}

Cluster Profiles. In order to obtain a set of pages for recommending and
rank these pages in this set recommendation scores are calculated for every
page in each cluster using the Poisson parameters of that cluster. We modify



the cluster parameters such that each cluster has a recommendation score set,
RSg = {rsg1, ..., rsgn}, where rsgi, i ∈ [1, ..., n] is the recommendation score for
page pi in cluster cg. The updated cluster parameters are then in the form:

pcg = {τg; (θg1, ..., θgn); (rsg1, ..., rsgn)}
Those are the only parameters that the system needs in order to produce a

set of pages for recommendation. We define the number of parameters stored in
the memory as model size. It is clear that the smaller the model size the faster
the online prediction.

We use five different methods for calculating recommendation scores for every
page. The recommendation scores are then normalized such that the maximum
score has a value of 1. These methods are as follows:

Method 1. For the first method, we only use the Poisson parameters of the active
cluster as recommendation scores, namely:

rsgi = θgi (5)

For the remaining calculations we assign each transaction in the training set to
a cluster that has the highest posterior probability. Next we count the number
of requests for every page in each cluster. We define this number as popularity,
(fgi), where i ∈ [1, ..., n] and g ∈ [1, ..., G].

Method 2. In the second method we use only the popularity information for
recommending pages. The intuition behind this is to recommend pages that are
most likely visited in a cluster. The recommendation score for the page pi in
active cluster cg is then:

rsgi = fgi (6)

Method 3. For the third method, we calculate recommendation scores by multi-
plying the popularity by the Poisson parameter:

rsgi = fgi × θgi (7)

According to our clustering criteria, the normalized visiting page times for a
given page in a cluster should not vary greatly among transactions. Thus, we
take advantage of a technique used in decision theory called the entropy. We
calculate the entropy for each page using the relative frequency of each of the
ten possible values of normalized times. A low entropy value means that the
visiting time of that page mostly has one of the normalized values. High entropy
value, on the other hand, indicates wide divergence in page visiting times among
transactions.

Method 4. We use for the fourth recommendation method the entropy values.
Our recommendation score is then:

rsgi = fgi × 1
(entropy)gi

× θgi (8)



Method 5. For the last calculation, the log of the popularity is taken in order to
decrease the effect of the popularity in recommendation score:

rsgi = log fgi × 1
(entropy)gi

× θgi (9)

3.3 Recommendation Engine

The real-time component of the model calculates cluster posterior probability
P (cg|w) for every cluster cg ∈ C = {c1, ..., cG} where w is the portion of a
transaction in test set that is used to find the most similar cluster. The active
transaction is assigned to the cluster that has the highest probability. We define
this cluster as the active cluster. A recommendation set, which is the set of
predicted pages by the model, is then produced ranking the recommendation
scores of active cluster in descending order. The recommendation set consists of
pages which have a recommendation score greater than a threshold ξ (or top N
items with the highest recommendation scores where N is a fixed number) in
the active cluster and that the user has not visited yet. The choice of specific
alternative depends on the evaluation metric discussed in the next section.

4 Experimental Results

In this research we use three different transaction sets prepared for experiments
as mentioned in Section 3. We measure the performance of our technique using
the proposed methods for calculating recommendation scores. Approximately
30% of these cleaned transactions are randomly selected as the test set, and the
remaining part as the training set. The experiments are repeated with different
number of clusters and with different initial parameters for EM algorithm.

We define the following metrics to evaluate our method:

Hit-Ratio Given the visiting time of a page in the current transaction, the
model recommends three pages that have the highest recommendation score
in the active cluster. A hit is declared if any one of the three recommended
pages is the next request of the user. The hit-ratio is the number of hits
divided by the total number of recommendations made by the system.

Precision For each transaction t in the test set we select the first w requests in
t. These w requests are used to calculate the active cluster and produce the
recommendation set. The recommendation set contains all the pages that
have a recommendation score greater than the threshold ξ and that are not
in the first w requests. We denote this set as PS(w, ξ) and the number of
pages in this set that match with the remaining part of active transaction
as m. Then the precision for a transaction is defined as:

precision(t) =
m

|PS(w, ξ)| (10)



In our experiments, we try different values for the recommendation score ranging
from 0.1 to 0.9. If the recommendation score is high then fewer recommendation
are produced. If it is small then irrelevant pages are recommended with a low
recommendation score. Our experiments show that setting ξ to 0.5 and w to 2
produces few bur highly relevant recommendations. We perform the experiments
with different number of clusters. We choose these numbers according to the
number of transactions in the training sets and the number of pages in the Web
site. We identify that the values for the number of clusters in Table 2 are best
among the other values we consider. For these numbers we have a higher log
likelihood for the training sets as well as a better prediction accuracy for the
test sets. The increase of the log likelihood means that the model fit better to
the data. Table 3 presents the prediction accuracy of the model for different
number of clusters. As can be seen in the tables, the model is insensitive to the
number of clusters in a reasonable range around the best numbers of clusters.
The remarkable changes in the number of clusters results in a decrease of the
performance of the model.

Table 2. Results (in %) Of the Model

Data Set No.Of Method 1 Method 2 Method 3 Method 4 Method 5
Clusters H-R Pre. H-R Pre. H-R Pre. H-R Pre. H-R Pre.

NASA 23 41 29 42 28 43 33 43 34 43 30

ClarkNet 4 35 34 40 30 38 36 38 36 38 33

U.of.Sask. 8 35 33 38 32 38 38 38 39 35 33

Table 3. Results (in %) Of the Model for different Number of Clusters

Data Set No.Of Method 1 Method 2 Method 3 Method 4 Method 5
Clusters H-R Pre. H-R Pre. H-R Pre. H-R Pre. H-R Pre.

NASA 10 37 27 41 27 41 29 41 32 39 27

NASA 30 33 25 36 25 35 28 36 29 35 25

NASA 20 41 29 42 28 42 33 43 34 43 30

ClarkNet 20 34 31 36 29 36 32 36 32 35 31

ClarkNet 30 34 31 38 30 38 33 38 33 36 32

ClarkNet 8 36 32 42 29 40 35 40 35 39 33

U.of.Sask. 4 32 31 34 30 34 33 34 34 33 31

U.of.Sask. 30 33 30 37 33 37 33 38 33 35 31

U.of.Sask. 10 33 33 39 32 36 35 36 38 35 34

As can be seen in the tables the accuracy of predictions greatly increases in
“NASA” data set, when we use “Hit-Ratio” metric. The cause for that may be



that we apply further cleaning methods to this data set. The unique page views
in that Web site are retrieved using a web crawler implemented for this work.
Since “ClarkNet” Web server does not exist anymore and the URL requests in
the “University of Saskatchewan” log data are not up-to-date, we can not apply
the same technique to these data sets.

As mentioned in the previous section, we use 5 different methods for cal-
culating recommendation scores. The application of methods that calculate the
recommendation scores using popularity term results in marked improvement of
the prediction accuracy. This is not surprising, because the popularity represents
the common interest among transactions in each cluster. The results show that
using entropy during calculation of recommendation score does not improve the
accuracy as much as we expected. This may be due to the fact that the pop-
ularity of some pages in most of the clusters are zero due to the sparse and
scattered nature of the data. Thus, we can not observe the effect of the entropy,
since we multiply the inverse of the entropy with popularity for calculating the
recommendation scores. However, in general we can use method 4 for calculating
recommendation scores discarding the metric we use for evaluation.

For evaluating the effect of the Poisson model, we repeated the experiments
with the same training sets and the same number of clusters as in Table 2
using a different recommendation method. We use the recommendation model
as proposed in [9], because it is comparable to our model in terms of speed and
memory usage. For evaluation we measured only the precision of the test sets.
The “ClarkNet” data set has a precision of 15%, whereas the “NASA” data set
has 4% and the “University of Saskatchewan” has 5%. These results prove that
modelling the user transaction with a mixture of Poisson distributions produces
satisfactory prediction rates with an acceptable computational complexity in
real-time and memory usage.

5 Related Work

The major classes of recommendation services are based on collaborative filtering
techniques and the discovery of navigational patterns of users. The main tech-
niques for pattern discovery are sequential patterns, association rules, Markov
models, and clustering.

Collaborative filtering techniques predict the utility of items of an active user
by matching, in real-time, the active user’s preferences against similar records
(nearest neighbors) obtained by the system over time from other users [1]. One
shortcomings of these approaches is that it becomes hard to maintain the pre-
diction accuracy in a reasonable range while handling the large number of items
(dimensions) in order to decrease the on-line prediction cost.

Some authors have used association rules, sequential patterns and Markov
models in recommender systems. These techniques work well for Web sites that
do not have a complex structure, but experiments on complex, highly inter-
connected sites show that the storage space and runtime requirements of these
techniques increase due to the large number of patterns for sequential pattern



and association rules, and the large number of states for Markov models. It may
be possible to prune the rule space, enabling faster on-line prediction.

Page recommendations in [9] are based on clusters of pages found from the
server log for a site. The system recommends pages from clusters that most
closely match the current session. Two crucial differences between our approach
and the previous one are that we consider the user interest as a statistical model
and we partition user sessions using a model-based approach. The latter method
enables us to assign user transactions to more than one cluster with a probabil-
ity, allowing calculation of recommendation scores using more than one cluster
profile. Consequently, as the experiments demonstrate, our model’s precision
and robustness is superior. Furthermore, our model has the flexibility to repre-
sent the user interest with a mixture of binomial distributions (or with different
distributions) if one wishes to ignore the visiting time in determining the nav-
igational pattern. We provide some intuitive arguments for why our model has
an advantage in terms of speed and memory usage. The online prediction time
correlates strongly with the model size. The smaller the model size the faster
the online recommendation. Since we only store the cluster parameters for the
prediction of the next page request, our model size is very small. The model size
only increases with the number of clusters or the number of pages in the Web
site when the Web site has a complex structure. However, it is clear that in that
case the application of methods such as sequential pattern mining, association
rules or Markov models generate more complex models due to the increasing size
of rules or states. Thus, all of this models require some pruning steps in order
that they be effective. However, our model provides a high prediction accuracy
with a simple model structure.

6 Conclusion and Future Work

We have considered the problem of modelling the interest of a Web user during
his or her single visit to the Web site. In this article, the mixture of Poisson
model is proposed for modelling the interest of a user in one transaction. The
experiments show that the model can be used on Web sites with different struc-
tures. Although one of the logs in the experiments were from a commercial Web
site the results from this data set were satisfying. To confirm our finding, we com-
pare our model to k-means clustering algorithm. Results show that our model
improves the efficiency significantly. As stated before, although we do not use
the information about the request order of pages in transactions, the proposed
model is able to very efficiently capture the sequential behavior of users.

We are now extending the model in several ways. The implemented filter-
ing method removes pages that are not in frequent item sets of length bigger
than one. In the future version of the model, we will propose auxiliary meth-
ods for recommendation in case the current page request is not in the frequent
item sets. Other improvements would be to update the model parameters as the
training set is incremented. Finally, a deeper study is needed for determining



the initial parameters of the EM algorithm. With proper initial parameters for
the clustering algorithm the results may be better.
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